
5 Chi-Square Distributions

In this chapter we study some uses of a continuous probability distribution called the chi-square

distribution.Although this theoretical probability distribution is usually not a direct model of a

population distribution, it has many uses when we are trying to answer questions about

populations. For example, the chi-square distribution can be used to decide whether or not a set

of data fits a specified theoretical probability model—a “goodness-of-fit” test. It can also be

used to decide whether or not several samples came from the same population even when the

model of the population is unspecified—a chi-square test of homogeneity. It is possible to

make these and other decisions about populations because the chi-square distribution is often

a model for the distribution of some statistic obtained by sampling from the population.

5.1. THE NATURE OF CHI-SQUARE DISTRIBUTIONS

In 1876, Frederick R. Helmert did some of the early work on the theoretical chi-square

distributions. We can get some feeling for the nature of these distributions from the graphs of

their probability density functions (Figure 5.1). The symbol usually used for the chi-square

random variable is the compound symbol x2 (the exponent should not be confused with the

squaring operation).

If x2 is a random variable with a chi-square distribution:

1. x2 is a positive real number.

2. The density function f (x2) for x2 depends on only one parameter, v (pronounced “nu”),

called the degrees of freedom.

3. The expected value of x2 is equal to the degrees of freedom, that is, E(x2) ¼ v.

4. The variance of x2 is two times the degrees of freedom, that is, V(x2) ¼ 2v.

5. The maximum value of f (x2) is at x2 ¼ v 2 2 if v . 2.

6. The graph of f (x2) is not symmetrical but approaches symmetry as the degrees of

freedom increase.

Table A.9 in the Appendix of Useful Tables gives selected critical values for some of the

chi-square distributions. The degrees of freedom are listed at the left; thus each row is from a

different chi-square distribution. The headings at the top of the columns give a, the area to the
right of the chi-square values listed in the tables. For example, if x2 has a chi-square

distribution with 4 degrees of freedom, then a vertical line at x2 ¼ 0.484 divides the chi-

square distribution so that a ¼ 0.975 of the area under the curve is to the right of 0.484 and

1 2 a ¼ 0.025 of the area is to the left (see Figure 5.2). We write x20.975,4 ¼ 0.484. Critical
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values are used to determine regions of rejection because for continuous random variables

areas correspond to probabilities. The probability that a chi-square random variable with 4

degrees of freedom has a value greater than 0.484 is equal to 0.975.

Another example is given in Figure 5.3. If x2 is a chi-square random variable with 15

degrees of freedom, then 5% of the area is to the right of a vertical line at x2 ¼ 24.996 and

FIGURE 5.1. Chi-square distributions with v degrees of freedom. (Adapted from P. G. Hoel, Elementary

Statistics, 4th ed., Wiley, New York, 1979, p. 249.)

FIGURE 5.2. Meaning of values in the chi-square table.
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95% of the area is to the left of this line, or x20:05,15 ¼ 24:996. This distribution has a mean of

15, a variance of 30, and the graph has a maximum at 13.

Helmert studied these theoretical distributions with apparently no idea that they could be

used for a test of significance. In 1900 Karl Pearson was able to use Helmert’s chi-square

distributions to test hypotheses about multinomial experiments. A multinomial experiment is

a generalization of a binomial experiment.

A multinomial experiment is an experiment in which:

1. There are k possible outcomes and the probability of the ith outcome is pi withX
k
i¼1 pi ¼ 1.

2. The experiment is repeated n times, that is, there are n trials.

3. The pi’s are constant from trial to trial.

4. The trials are independent.

5. We are interested in oi, the number of times the ith outcome occurs;
X

k
i¼1 oi ¼ n.

Note that a binomial experiment is a multinomial experiment with p1 ¼ p, p2 ¼ 1 2 p in

which p is the probability of success on a single trial, and o1 ¼ y, o2 ¼ n 2 y in which y is the

number of successes in n trials. Like the binomial distribution, the expected number of

occurrences of the ith outcome is npi.

Example 5.1. A Multinomial Experiment

If palomino horses are bred to other palominos, they produce progeny in the ratio of 1 dark-

colored colt to 2 palominos to 1 light-colored colt. An experiment involving a random sample

of 96 colts of palominos would be a multinomial experiment.

1. There are k ¼ 3 outcomes: dark, palomino, light.

P(dark) ¼ 1/4 ¼ p1; P(palomino) ¼ 1/2 ¼ p2; P(light) ¼ 1/4 ¼ p3;

1/4 þ 1/2 þ 1/4 ¼ 1.

2. n ¼ 96.

3. The pi’s are constant from trial to trial.

4. Since this is a random sample, the trials are independent.

5. We are interested in the number of colts of each color type.

FIGURE 5.3. A chi-square distribution.

5.1. THE NATURE OF CHI-SQUARE DISTRIBUTIONS 97



If a geneticist questioned whether the ratios specified above were correct, he could use

Pearson’s approach to resolve the question. Pearson was looking for a simple statistic, a value

that could be easily computed and that would indicate whether the results of an experiment

deviated from expected results. He proposed the following statistic:

w ¼
Xk
i¼1

(oi � ei)
2

ei

in which ei ¼ npi, the expected value of oi. A small value of wwould indicate close agreement

of the experimental results with the theory and a large value would indicate disagreement with

the theory.

Pearson’s statistic is a discrete random variable since it is composed of arithmetic

operations on the discrete random variables o1, o2, . . . , ok. The probability distribution of w

can be shown to be approximately Helmert’s chi-square distribution with k 2 1 degrees of

freedom. Since the probabilities have been tabulated for the theoretical chi-square

distribution, it is possible to use Pearson’s statistic in a more precise way than just as a

descriptive statistic; we can do a statistical test of hypothesis. Since Pearson’s statistic is

approximately a chi-square random variable, many people write

x2 ¼
Xk
i¼1

(oi � ei)
2

ei

We also write x2 instead of w. It should be remembered, however, that the theoretical chi-

square distribution studied by Helmert is a continuous probability distribution, whereas

Pearson’s statistic, which arises from multinomial experiments, is a discrete random variable.

A test of hypothesis to check that specified probabilities in a multinomial experiment are

correct is called the multinomial chi-square test.

Example 5.2. A Multinomial Chi-Square Test

The geneticist mentioned above found that in the random sample of 96 colts of palominos

there are 21 dark-colored colts, 52 palomino colts, and 23 light-colored colts. He wants to

check whether p1 ¼ 1/4, p2 ¼ 1/2, and p3 ¼ 1/4 are correct parameters for a probability

model. Thus he decides to test

H0: p1 ¼ 1

4
, p2 ¼ 1

2
, p3 ¼ 1

4

against

Ha: p1 =
1

4
or p2 =

1

2
or p3 =

1

4

that is, at least one inequality. He will reject the null hypothesis if the experimental results are

unusual when the null hypothesis is true, that is, if they occur by chance alone less than

a ¼ 0.05 of the time.
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The expected number in each category is

e1 ¼ np1 ¼ 96
1

4

� �
¼ 24

e2 ¼ np2 ¼ 96
1

2

� �
¼ 48

e3 ¼ np3 ¼ 96
1

4

� �
¼ 24

He then uses the following table to organize his computations.

Observed Expected

Category oi ei oi 2 ei (oi 2 ei)
2 (oi 2 ei)

2/ei

Dark 21 24 23 9 0.375

Palomino 52 48 4 16 0.333

Light 23 24 21 1 0.042

x2 ¼ 0.750

Since there are k ¼ 3 categories, this statistic is distributed approximately as the chi-square

random variable with v ¼ 3 2 1 ¼ 2 degrees of freedom. Referring to Table A.9 and recalling

that large deviations from the expected values will give a large chi-square statistic, the

geneticist finds that for v ¼ 2 the theoretical chi-square value of 5.991 divides the lower 95%

of the distribution from the upper 5%. He will reject the null hypothesis if the chi-square

statistic is greater than or equal to 5.991. Since this is not the case, he concludes that there is no

evidence that the theory is incorrect and that the specified ratios may be correct.

If the geneticist in this example wanted to find the P value associated with this test, P

would equal P(x2 . 0.750). It is not possible to find the specific value of this probability from

Table A.9. Using the second row, for v ¼ 2, the most that can be said is that P . 0.05.

Since binomial experiments are a special case of multinomial experiments, the

multinomial chi-square test can be used to test the correctness of a binomial parameter. There

will be two categories, success and failure, and thus one degree of freedom. This procedure

has an advantage over the test given in Chapter 3; it is independent of sample size and the

specified binomial parameter, so a multitude of binomial tables is unnecessary—Table A.9 is

sufficient. If the experimenter had to rely on available binomial tables, he might be tempted to

tailor the experiment to fit the table. He might pick a sample size that appears in the table even

if it is not the best sample size; or he might discard data if he cannot control the sample size (as

in many genetics experiments) so that it fits the tables. Needless to say, these are not ideal

scientific procedures. The multinomial chi-square test helps to avoid these pitfalls.

There are two disadvantages, however, to using a multinomial chi-square test when testing

a binomial parameter. First, because of the nature of the chi-square statistic, one-tailed

alternatives are more involved than we will discuss here. Thus, if a one-tailed alternative is

desired, the exact binomial distribution should be used (in the case of large sample sizes, the

approximation procedure that will be explained in Chapter 7 may be used). The second

disadvantage is that the approximation of the discrete sampling chi-square distribution by the
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continuous theoretical chi-square distribution is not very good for 1 degree of freedom with

small sample sizes. For n � 25, a continuity correction should be made in the chi-square

statistic:

corrected x2 ¼
Xk
i¼1

(joi � eij � 0:5)2

ei

For degrees of freedom other than 1, there is no appropriate continuity correction.

However, except for very small samples, the approximation of the discrete chi-square

distribution by the continuous one is good. Some statisticians recommend that all expected

values should be at least 5 in order to have an acceptable approximation. Others feel this is too

conservative and indicate that no expected value should be less than 1, and not more than 20%

of the expected values should be less than 5. We suggest these latter guidelines. If these

conditions are not met, it is sometimes possible to combine categories to raise the expected

value. Care should be taken, however, that the experimental question can still be answered

when the categories are combined.

Besides being convenient, the chi-square test has another property to recommend it. In

many situations the chi-square test is the most powerful one available—that is, it is the test

that is most likely to detect a deviation from the null hypothesis if one exists.

Procedure. Multinomial Chi-Square Test

H0: p1 ¼ p10 , p2 ¼ p20 , . . . , pk ¼ pk0

Ha: At least one inequality

Significance level: a

Test statistic:

x2 ¼
Xk
i¼1

(oi � ei)
2

ei

oi ¼ observed number of outcomes inith category

ei ¼ npi0 with n ¼
Xk
i¼1

oi

Region of rejection: x2 � x2a,k�1

EXERCISES

5.1.1. Use Table A.9 in the Appendix of Useful Tables to find the following:

a. x20:01,7
b. x20:995,10
c. x20:025,70
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d. P(x2 . 31.410) if x2 is a chi-square random variable with 20 degrees of freedom

e. P(x2 , 27.488) if x2 is a chi-square random variable with 15 degrees of freedom

f. b if P(x2 . b) ¼ 0.05 and x2 is a chi-square random variable with 10 degrees of

freedom

g. b if P(x2 � b) ¼ 0.995 and x2 is a chi-square random variable with 22 degrees of

freedom

h. the degrees of freedom if P(x2 , 0.831) ¼ 0.025 and x2 is a chi-square random

variable

5.1.2. Computer programs for producing tables of random digits are often called pseudo-

random-number generators because there is no way to prove that the digits are in

random order. However, some properties of randomness can be tested. As an exercise,

suppose that the 50 digits in row 1 of Table A.1 in the Appendix are a random sample.

a. State a null hypothesis about the proportion of even digits if the table is random.

b. State an alternative hypothesis that would indicate a lack of randomness.

c. Use a multinomial chi-square test with a ¼ 0.05 to test the above null hypothesis.

5.1.3. Assume the first three rows of Table A.1 are a random sample of size 150 and test that

each of the digits 0, 1, . . . , 9 is equally frequent in the whole table by means of a

multinomial chi-square test (a ¼ 0.05). What is the P value associated with this test?

5.1.4. Within some populations the proportion of those who are carriers of the sickle-cell

trait is estimated to be 30%. A public health officer on a Caribbean island wonders

whether this estimate is correct for the citizens of that island. Assuming that it will be

a random sample, he requests that the next 150 blood tests performed in a certain

clinic also include amicroscopic examination for the sickling phenomenon. Given that

there are 57 cases of sickling in the sample, perform a multinomial chi-square test to

determine whether this proportion is correct. Use a ¼ 0.05. State the final conclusion.

5.1.5. When a certain red-flowering plant is self-fertilized, genetic theory indicates that the

plants developed from the resulting seed should be in the ratio of 3 red-flowering

plants to 1 white-flowering plant. If a random sample of 100 such seeds is collected

and 68 produce red-flowering plants, 29 produce white-flowering plants, and 3 do not

germinate, do these results agree with the theory? Use a multinomial chi-square test

with a ¼ 0.01. What assumption must be made about the nongerminating seeds for

this to be a valid test?

5.1.6. Analyze the data in part d of Exercise 3.2.3 by means of a multinomial chi-square test

at a ¼ 0.05. Since the sample size is below 25 and there is only 1 degree of freedom,

use the continuity correction. Does your conclusion agree with the conclusion you

reached in Exercise 3.2.3?

5.1.7. A congressional representative circulates a questionnaire to all constituents to

determine which national issue should be given the highest priority. A random sample

of 500 gives the following:

Issue

Number Who Felt This Issue

Deserves Highest Priority

Pollution 40

Economy 97

Energy 31
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Issue

Number Who Felt This Issue

Deserves Highest Priority

Medical care 85

Foreign policy 53

Defense 71

Questionnaire not returned 123

The representative wants to know if there is a preference for one of the issues. Test the

hypothesis that all of the issues are equally preferred against the hypothesis that some

preference exists. What is the P value? What conclusion should the representative

draw from this study? What assumption must be made about those who did not return

the questionnaire in order for this analysis to be valid?

5.1.8. On the basis of size, blue crabs are categorized by marine biologists as young,

juvenile, mature. In a healthy crab population that is being acceptably harvested by

commercial fishermen, the percentage of each type is

50% young 30% juvenile 20% mature

Deviations from these percentages usually indicate an unhealthy or overfished

population. Fish and game biologists can dredge the bottom of a bay or estuary with

nets to obtain a sample of crabs in an area close to commercial crabbing to determine

if there is an unacceptable distribution of ages. Suppose that a small bay is dredged

and the following categories of crab are netted:

58 young 33 juvenile 39 mature

a. Give the most logical null and alternative hypotheses for this study.

b. For this study, which is more serious, a Type I or Type II error? Why?

c. Perform a test of significance at a ¼ 0.05.

d. What is the experimental conclusion?

e. Suppose it is known that fishermen keep all mature and some juvenile crabs they net;

all others are released unharmed. It is also known that young crabs are most

susceptible to pollution, with juveniles the second most susceptible. Based on this

information and the test of significance, which of the following is the appropriate

action?

i. Allow continued harvesting of crabs in the bay.

ii. Close the bay to commercial crabbing because of overfishing.

iii. Close the bay due to possible pollution.

iv. Close the bay because of both overfishing and possible pollution.

5.1.9. In studying the genetic association between hair and eye color in human beings, a

geneticist might hypothesize that the genes for hair color and eye color are located on

the same chromosome. If a large group of dark-haired and brown-eyed people were to

intermarry with another large group of light-haired and blue-eyed people, Mendel’s

law could be used to predict the characteristics of the second generation if the genes

for hair color and eye color were on different chromosomes. The ratio of dark-haired

102 CHI-SQUARE DISTRIBUTIONS



and brown-eyed people to dark-haired and blue-eyed people to light-haired and

brown-eyed people to light-haired and blue-eyed people would be 9:3:3:1. If the

genes are on the same chromosome, this ratio does not appear.

a. What are the null and alternative hypotheses that should be used for this

experiment?

b. Assume 1317 offspring of this type are located and classified with the following

results:

Dark hair, brown eyes 782

Dark hair, blue eyes 234

Light hair, brown eyes 241

Light hair, blue eyes 60

What should the geneticist conclude?

5.1.10. In a certain state the distribution of the population by age is as follows:

Age

(years)

Population

(thousands)

Under 15 475

15–24 304

25–34 182

35–44 190

45–54 208

55–64 170

65–74 111

Over 74 72

a. Find the proportion of the population in each age group.

b. A certain planned city in this state claims that its inhabitants have the same

proportion of people in each age group as the state as a whole. What null and

alternative hypotheses should be used to test its claim?

c. If the city has a population of 12,500, compute the expected values for each age

category if the null hypothesis is true.

d. If the city has the following distribution of ages, complete the test at the 5%

significance level and state the conclusion.

Age

(years)

Population

(thousands)

Under 15 3016

15–24 2438

25–34 2037

35–44 2031

45–54 1253

55–64 977

65–74 585

Over 74 163
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5.2. GOODNESS-OF-FIT TESTS

The multinomial chi-square test discussed in Section 5.1 is one type of goodness-of-fit test. It

can be used to determine if the outcomes from a multinomial experiment fit a distribution with

specified proportions of responses in certain categories.

A similar procedure can be used to determine whether a response variable for some

population can be modeled by some other probability distribution. For the case in which the

parameters of the probability distribution are known, the test is very similar to the multinomial

chi-square test. If the parameters are unknown and must be estimated, an adjustment in the

degrees of freedom is necessary.

Example 5.3. Goodness-of-Fit Test with a Specified Parameter

Each day a salesperson calls on 5 prospective customers and she records whether or not the

visit results in a sale. For a period of 100 days her record is as follows:

Number of sales: 0 1 2 3 4 5

Frequency: 15 21 40 14 6 4

A marketing researcher feels that a call results in a sale about 35% of the time, so he wants to

see if this sampling of the salesperson’s efforts fits a theoretical binomial distribution for

5 trials with 0.35 probability of success, b(y; 5, 0.35). This binomial distribution has the

following probabilities and leads to the following expected values for 100 days of records:

y p(y) e ¼ 100p(y)

0 0.1160 11.60

1 0.3124 31.24

2 0.3364 33.64

3 0.1812 18.12

4 0.0487 4.87

5 0.0053 0.53

Since the last category has an expected value of less than 1, he combines the last two

categories to perform the goodness-of-fit test.

Category

Ai

Observed

Frequency

oi P(Ai)

Expected

Frequency

ei oi 2 ei (oi 2 ei)
2 (oi 2 ei)

2/ei

0 15 0.1160 11.60 3.40 11.5600 0.9966

1 21 0.3124 31.24 210.24 104.8576 3.3565

2 40 0.3364 33.64 6.36 40.4496 1.2024

3 14 0.1812 18.12 24.12 16.9744 0.9368

4 or 5 10 0.0540 5.40 4.60 21.1600 3.9185

x2 ¼ 10.4108
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In this goodness-of-fit test the hypotheses are:

H0: This sample is from b(y; 5, 0:35)

Ha: This sample is not from b(y; 5, 0:35)

The degrees of freedom are v ¼ k 2 1 ¼ 5 2 1 ¼ 4. The critical value is x20:05,4 ¼ 9:488. The
null hypothesis is rejected if this value is exceeded. Thus the marketing researcher rejects the

null hypothesis. The sales do not follow the pattern of this binomial distribution.

If the salesperson has no idea of the proportion of the times she is successful, she could

estimate p by dividing the total number of sales by the total number of visits, 187/500
¼ 0.374. She could then test to see if her sales fit b(y; 5, 0.374). The procedure is similar to the

above, except now the degrees of freedom are k 2 2 ¼ 5 2 2 ¼ 3. One additional degree of

freedom is lost because of the estimated parameter. In general, v ¼ k 2 1 2 r, where r is the

number of parameters that are estimated.

A goodness-of-fit test for a Poisson distribution can be done in a similar manner.

Example 5.4. Goodness-of-Fit Test with an Unspecified Parameter

If the same typesetter sets all the copy for a book, the error rate should be approximately the

same throughout the book. With this assumption, the number of misprints per page may be a

Poisson random variable. To check whether the Poisson model is correct, an efficiency expert

collects the following data from a random sample of 100 pages:

Number of mistakes per page: 0 1 2 3 4 5 6

Observed frequency oi: 13 24 31 18 11 2 1

He wants to test

H0: This sample is from a Poisson distribution

against

Ha: This sample is not from a Poisson distribution

To estimate l, the average number of errors per page, he computes the total number of errors

and divides by the number of pages, 200/100 ¼ 2.00. Thus 2.00 is an estimate of l in the

Poisson distribution. Looking at the Poisson distribution with l ¼ 2.00, he finds

Y Probability

0 0.1353

1 0.2707

2 0.2707

3 0.1804

4 0.0902

5 0.0361

6 0.0120

Over 6 0.0045
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If these 8 categories are used for a goodness-of-fit test, the expected values for the last

3 categories will all be less than 5. Since 3/8 ¼ 0.375, too many expected values are under

5. To take care of this, he can combine the last three categories and compute the chi-square

statistic as follows:

Category Ai Observed oi P(Ai) Expected ei

0 13 0.1353 13.53

1 24 0.2707 27.07

2 31 0.2707 27.07

3 18 0.1804 18.04

4 11 0.0902 9.02

Over 4 3 0.0526 5.26

100

and

x2 ¼
Xk
i¼1

(oi � ei)
2

ei
¼ 2:345

The null hypothesis will be rejected if this computed chi-square value is greater than or equal

to x20:05,4 ¼ 9:488. There are 4 degrees of freedom because v ¼ k 2 1 2 1 ¼ 6 2 2 ¼ 4; the

additional degree of freedom is lost because of the estimation of l. The efficiency expert does
not reject the null hypothesis in this study, and he concludes that the errors per page may be

modeled by a Poisson distribution.

Both of the examples used in this section concern discrete probability distributions. It is

also possible to do a chi-square goodness-of-fit test for continuous probability distributions.

An example is given in Exercise 7.1.7.

Procedure. Chi-Square Goodness-of-Fit Test

H0: This sample is from distribution A

Ha: This sample is not from distribution A

Significance level: a

Test statistic:

x2 ¼
Xk
i¼1

(oi � ei)
2

ei

oi ¼ observed number of outcomes in category Ai

ei ¼ nP(Ai) n ¼
Xk
i¼1

oi
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Region of rejection:

x2 � x2a,v

v ¼ k � 1� r

r ¼ number of parameters in distribution A estimated from the sample

EXERCISES

5.2.1. Sixty sample groups of 4 persons in each group contain the following distribution for

the number of persons with type O blood:

Number with type O: 0 1 2 3 4

Frequency: 8 18 21 8 5

Are these sample groups of four from the binomial distribution b(y; 4, 0.40)? What is

the P values?

5.2.2. Assume the number of defects in a hundred 20-ft sections of wire are

Number of defects: 0 1 2 3 4

Frequency: 88 10 1 0 1

Does this fit a Poisson distribution with l ¼ 0.10?

5.2.3. A campground has 5 rustic campsites not accessible to campers on wheels. Some

nights, some of these campsites are unoccupied because of the small number of

campers with equipment for such campsites. The ranger keeps track of the number of

unoccupied sites for 50 nights.

Number unoccupied: 0 1 2 3 4 5

Frequency: 22 20 7 1 0 0

Do these data fit a binomial distribution?

5.2.4. If the number of parasites found on 80 hosts are

Number of parasites: 0 1 2 3 4 5

Number of hosts: 20 28 19 9 3 1

does this fit a Poisson distribution?

5.2.5. It seems that the history of the Supreme Court with respect to the occurrence of

appointments within a year might be an example of a Poisson distribution (Kinney,
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1973; Wallis, 1936). Test the following data for Poissonness using a chi-square

goodness-of-fit test at the 0.05 significance level:

Number of

Appointments per Year

Number of Years

(1790–1972)

0 108

1 55

2 19

3 1

4 or more 0

5.3. CONTINGENCY TABLE ANALYSIS

With goodness-of-fit tests, we can determine whether a single sample comes from a

population that has a certain probability model. Sometimes we want to know whether or not

several samples all come from the same population and perhaps we do not even know the

appropriate model for the population. A chi-square test of homogeneity can often be used in

this case.

For example, a speech pathologist might want to know whether the proportion of males

among stammerers and the proportion of males among lispers are the same. Her null and

alternative hypotheses are

H0: pS ¼ pL

Ha: pS = pL

in which pS is the proportion of stammerers who are male and pL is the proportion of lispers

who are male. Note that the values of pS and pL are not specified in the null hypothesis. (The

proportions for females could also be included in the null hypothesis, but this is unnecessary

since there are only two classes, male and female, and the proportions must sum to 1.)

The speech pathologist collects information from two random samples, one of stammerers

and the other of lispers (that is, a stratified random sample), and arranges the data in the form

of a two-way table called a contingency table. (The following data are simplified in order to

keep the arithmetic simple in this first example.)

SAMPLES

Stammer Lisp

Male 32 28

Female 18 22

Total 50 50

The proportion of males in the sample of stammerers is 32/50 and the proportion of males

in the sample of lispers is 28/50. Are these sample proportions so different that they indicate

that the population proportions are not equal, pS = pL? To answer this, the speech
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pathologist computes the total number of males and females in the samples and uses these

totals to find the expected value for each of the cells in the two-way layout if the null

hypothesis is true.

OBSERVED EXPECTED

Stammer Lisp Total Stammer Lisp Total

Male 32 28 60 Male 30 30 60

Female 18 22 40 Female 20 20 40

Total 50 50 100 Total 50 50 100

The expected number of male stammerers is 30 because if the two populations are the

same, 60/100 ¼ 0.60 of the people with speech problems are males and 0.60(50) ¼ 30, that

is, there are 50 stammerers and 30 of them on the average should be males. There are two

ways that the rest of the cells can be filled with expected values. Each expected value can be

computed similarly to the one for the male stammerers; however, since the totals are known,

the remaining cells can be filled by subtraction. For example, the expected number of male

lispers is 60 2 30 ¼ 30.

To find the expected value for a cell directly from the totals, we divide the product of the

two corresponding marginal totals by the grand total. For the male stammerers this is

(50)(60)/100 ¼ 30. We can summarize this procedure by using the following symbols in

which i identifies the row and j the column.

OBSERVED Total EXPECTED

o11 o12 o1: e11 e12

o21 o22 o2: e21 e22

Total o.1 o.2 o..

eij ¼ (oi:)(o:j)

o::

Once we have found the expected value, the x2 statistic is computed in the usual way.

Class oij eij oij 2 eij (oij 2 eij)
2 (oij 2 eij)

2/eij

Male, stammer 32 30 þ2 4 0.133

Female, stammer 18 20 22 4 0.200

Male, lisp 28 30 22 4 0.133

Female, lisp 22 20 þ2 4 0.200

x2 ¼ 0.666

In a chi-square test of homogeneity, the degrees of freedom are v ¼ (r 2 1)(c 2 1) in

which r is the number of rows and c is the number of columns. In this illustration v ¼ 1. This
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corresponds to the fact that once we have computed one expected value from the totals in the

two-by-two layout, all of the other values are determined.

The critical chi-square value for 1 degree of freedom is x20:05,1 ¼ 3:841, and the null

hypothesis is rejected if the chi-square statistic is greater than or equal to this value. The

speech pathologist notes that the computed chi-square value is less than the critical value, and

she decides that the proportion of males among stammerers may be the same as the proportion

of males among lispers. She concludes that when males are tested for speech problems they

should not be tested for a specific problem such as stammering but should be given a general

test that would identify both stammerers and lispers.

A chi-square test of homogeneity is used to determine whether two or more samples are

from the same multinomial population. In the example just completed, the decision concerned

two samples from binomial populations. In the next example three multinomial samples will

be examined.

Example 5.5. Chi-Square Test of Homogeneity

A political scientist is interested in determining how important the promise of no tax increase

is for voters of different political affiliations. Using voter registration lists, she chooses

random samples of 100 from each of the groups, Democrats, Republicans, and Independents,

and she asks the subjects to rate the importance of no tax increase on a scale from 1 to 4. The

results are as follows:

Very

Important

Not

Important

1 2 3 4 Total

Democrats 42 26 19 13 100

Republicans 55 21 14 10 100

Independents 38 30 22 10 100

Total 135 77 55 33 300

In words, the hypotheses are

H0: Members of the three parties agree on the importance of no tax increase

(homogeneity)

Ha: Members of the three parties do not agree on the importance of no tax increase

(lack of homogeneity)

Note that in this example the three samples are in the rows, whereas in the previous example

about speech defects, the samples were in the columns.

Using the totals and the formula

eij ¼ (oi:)(o:j)

o::

the expected values are
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1 2 3 4 Total

Democrats 45.0 25.7 18.3 11.0 100 ¼ o
1.

Republicans 45.0 25.7 18.3 11.0 100 ¼ o
2.

Independents 45.0 25.7 18.3 11.0 100 ¼ o
3.

Total 135 ¼ o.1 77 ¼ o.2 55 ¼ o.3 33 ¼ o.4 300 ¼ o..

The x2 statistic is computed.

Class oij eij (oij 2 eij)
2/eij

Democrats

1 42 45.0 0.200

2 26 25.7 0.004

3 19 18.3 0.027

4 13 11.0 0.364

Republicans

1 55 45.0 2.222

2 21 25.7 0.860

3 14 18.3 1.010

4 10 11.0 0.091

Independents

1 38 45.0 1.089

2 30 25.7 0.719

3 22 18.3 0.748

4 10 11.0 0.091

x2 ¼ 7.425

Since there are 3 rows and 4 columns in the contingency table,

v ¼ (r � 1)(c� 1) ¼ (3� 1)(4� 1) ¼ 6

At the 0.05 level of rejection, the null hypothesis is rejected if the computed chi-square value

is greater than or equal to

x20:05,6 ¼ 12:592

Since this is not the case in this study, the null hypothesis is accepted and the political scientist

concludes that there is no evidence to indicate that the three samples are different with respect

to their opinions on the importance of no tax increase.

The chi-square test of homogeneity is applied to two or more samples when the samples

have been classified by one characteristic. There is a similar chi-square test that can be used to

analyze data from a single sample when the data have been classified by two characteristics.

For example, in a state in which party affiliation is not declared at voter registration, a single

sample of 300 registered voters could be selected at random and asked for their opinion on the
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importance of no tax increase and also for their party preference. The contingency table would

look similar to the table in Example 5.5 except that it is not likely that there would be exactly

100 from each party. The political scientist would be trying to determine whether party

affiliation is related to opinion about taxes, and the test procedure is called a chi-square test of

independence.

H0: Party reference is independent of opinion about the importance

of no tax increase

Ha: Party reference is related to opinion about the importance of

no tax increase

The test statistic and region of rejection are determined as in a test for homogeneity; the

difference is in how the sample was chosen. The test of homogeneity involves a stratified

sample. The test of independence involves a simple random sample.

A worked-out example follows.

Example 5.6. A Chi-Square Test of Independence

Football coaches feel that a football team has an advantage when it is playing a home game in

its own stadium. The enthusiasm of the crowd, familiarity with the field, and the lack of

fatigue from travel all seem to contribute to this assumed advantage. A coach wants to test this

theory at his school. If the theory is wrong, whether a game is won or lost is independent of

whether the game is played at home or away. The hypotheses are

H0: Winning is independent of where the game is played

Ha: Winning depends on where the game is played

The coach examines the records at his school over the past 31 years, a single sample. He

classifies the results as follows (ties and bowl games are omitted):

OBSERVED

Home Away Total

Won 97 69 166

Lost 42 83 125

Total 139 152 291

Intuitively the data seem to confirm the coach’s theory. Using the marginal totals, he

computes the following expected values:

EXPECTED

Home Away

Won 79.3 86.7

Lost 59.7 65.3
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He then computes the chi-square statistic:

Class oij eij oij 2 eij (oij 2 eij)
2 (oij 2 eij)

2/eij

Won/home 97 79.3 17.7 316.3 3.99

Lost/home 42 59.7 217.7 316.3 5.30

Won/away 69 86.7 217.7 316.3 3.65

Lost/away 83 65.3 17.7 316.3 4.84

x2 ¼ 17.78

Since x20:05,1 ¼ 3:841, the null hypothesis is rejected and the coach concludes that if these

31 years are a random sample of this school’s games, there is evidence that the probability of

winning depends on where the game is played.

To interpret the dependence, he would note that the predictor classification is the location

of the game (the column categories) and the predicted classification is the outcome of the

game (the row categories). He would then examine the proportions in the columns, the

predictor classifications. He finds that 97/139 ¼ 0.697 of the games at home are won while

only 42/139 ¼ 0.302 of the home games are lost. Also, only 69/152 ¼ 0.454 of the away

games are won, while 83/152 ¼ 0.546 of the away games are lost. From this he would

conclude that playing at home increases the probability of winning. There is evidence of a

home team advantage. Odds can also be used to summarize the data (see Section 5.4).

Since 2 � 2 contingency tables have 1 degree of freedom, the continuity correction should

be used to improve the approximation of the discrete sampling distribution by the continuous

theoretical chi-square distribution if n , 25.

As in goodness-of-fit tests, contingency table tests do not work well for small expected

values (below 5). In the 2 � 2 case, another test can be used when the expected values are

small, Fisher’s exact test. References to this test are given at the end of this chapter (Finney,

1948; Fisher, 1973; Latscha, 1955).

Procedure. Contingency Table Analysis

Chi-Square Test of Homogeneity

H0: The populations sampled are the same with respect to the categorization

Ha: The populations sampled are different with respect to the categorization

Chi-Square Test of Independence

H0: The row categories are independent of the column categories

Ha: The row categories and the column categories are dependent

Significance level: a
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Test statistic:

x2 ¼
X
i

X
j

(oij � eij)
2

eij

oij ¼ number of occurrences in the ijth cell

eij ¼ (oi:)(o:j)

o::

oi: ¼
X
j

oij

o:j ¼
X
i

oij

o:: ¼
X
i

X
j

oij

Region of rejection:

x2 � x2a,v v ¼ (r � 1)(c� 1)

r ¼ number of rows

c ¼ number of columns

EXERCISES

5.3.1. A serum thought to be effective in preventing colds is given to 300 persons. Their

records for one year are compared with those of 200 untreated persons with the

following results:

No Colds One Cold

More Than

One Cold

Treated 145 80 75

Untreated 80 70 50

Use a chi-square test of homogeneity to analyze these data.

5.3.2. A social scientist wants to determine if the feelings that parents have toward young

people “living together” are affected by the age of their youngest child.

Parents’ Feelings

Age of Youngest Child Approve Disapprove

Over 26 50 10

18–26 10 40

Under 18 60 30
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a. State the null hypothesis verbally in terms of independence.

b. Perform a chi-square test of independence at the 0.05 level of significance.

c. Which classification is the predictor? Which is the predicted?

d. Use the proportions of the predictor classifications to state a specific conclusion

about the dependency.

5.3.3. It is reported that offspring of users of a certain recreational drug may have a higher

incidence of birth defects than the general population. To obtain information about a

possible relationship between this drug and birth defects, 100 offspring of female rats

fed the drug and 100 offspring from untreated female rats are examined. The results are

given below:

Progeny

Females Birth Defects Normal

Treated 30 70

Untreated 20 80

Analyze these data. What do you conclude from the study? Is this a test of homogeneity

or independence?

5.3.4. A consumer’s union would like to compare three brands of flashlight batteries. Its

testers randomly select 100 batteries of each brand and classify them into 3 groups

depending on lifetimes:

Brand Less than 5 Hours

5 to

10 Hours

Over 10

Hours Total

X 30 60 10 100

Y 15 60 25 100

Z 30 30 40 100

a. State the null and alternative hypotheses to be tested.

b. Compute the chi-square statistic.

c. What are the statistical decision and the experimental conclusion?

5.3.5. An entomologist is interested in determining whether certain insecticides have a

differential effect on black flies. The results of his experiment are

Insecticide Dead Alive

A 165 35

B 172 28

C 173 27

a. What null hypothesis can be tested with these data?

b. If the entomologist sets the rejection level at 1%, how large must the chi-square

statistic be in order for him to reject the null hypothesis?

c. Compute the statistic.
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d. How likely is it that a sample as unusual as this will be obtained when the null

hypothesis is true?

e. What decision should the entomologist make about the null hypothesis? What

conclusion should be drawn?

5.3.6. A study is conducted on adult male cancer patients to determine whether there is any

association between the kinds of work they perform and the kinds of cancer they have.

The data are classified by the two categories as below:

Site of Malignancy

Occupation Skin Stomach Prostate

Professional 25 58 37

Managerial 34 90 36

Laborer 41 52 27

a. State the null hypothesis verbally.

b. Give the critical value of the test statistic for a ¼ 0.05.

c. Compute the expected value for the category laborer and stomach.

d. The computed value of x2 is 10.49. Which of the following statements are

appropriate to this survey?

i. The type of work one does causes certain kinds of cancer.

ii. The location of a cancer is independent of occupation.

iii. There is a significant association between occupation and kind of cancer.

e. Specify the predictor and predicted classification.

f. What specific conclusion can be drawn about the kind of cancer associated with

each of the occupations in the study?

5.3.7. Feminine beauty was another variable Francis Galton measured. He even tried to draw

a “beauty map” of Britain patterned after the weather maps he had already created.

Being a proper Victorian English gentleman, however, he wanted to observe and

record without being observed observing and recording. So he would tear a piece of

paper in the shape of a cross and put it in his jacket pocket along with a tailor’s straight

pin. Then upon seeing a woman in an area he had not yet mapped, he would use the pin

to put a hole in the top of the cross if she was attractive, in the arms of the cross if she

was of medium attractiveness, and in the bottom of the cross if she was unattractive.

Later, he would record the number of pin holes and their locations. He reported that he

found women in London more attractive than those in Aberdeen. Suppose that

conclusion was based on the following data:

City Attractive Medium Unattractive Total

Aberdeen 55 100 45 200

London 75 100 25 200

Total 130 200 70 400

a. Give the null and alternative hypotheses.

b. Perform the test of significance and draw conclusions.
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c. What are the odds Galton would encounter an attractive woman in London?

d. How could you compare the odds of encountering an attractive woman in each of

the two cities?

5.4. RELATIVE RISKS AND ODDS RATIOS

The contingency table analysis for 2 � 2 tables described in Section 5.3 tests the hypothesis

that p1 2 p2 is equal to zero. There are situations where the difference between the two

proportions might not be the best way to interpret the data. If p1 is the probability of an

unfavorable outcome for a treatment group and p2 is the probability of an unfavorable

outcome for a placebo group, then a difference of 0.1 when p1 ¼ 0.1 and p2 ¼ 0.2 might be

more important than a difference of 0.1 when p1 ¼ 0.4 and p2 ¼ 0.5.

Consider the following two examples.

1. The risk for heart attacks is relatively low for adults whose cholesterol is less than that

200 mg/dL. However the American Heart Association estimates that about 50% of

adult Americans have cholesterol greater than 200 mg/dL. Suppose a study shows that
a program of modest physical activity without any other lifestyle changes can reduce

the percentage of adults with high cholesterol to 40%.

2. The National Center for Chronic Disease Prevention and Health Promotion estimates

that 20% of American children and adolescents are overweight. Again suppose a study

shows that a program of modest physical activity can reduce the percentage of

overweight children and adolescents to 10%.

While the improvement is 10% for both populations, the 10% change for the overweight

children represents an improvement for 1 out of every 2 while the 10% change for the adults

with high cholesterol represents an improvement for only 1 out of every 5.

Many of the above situations also can be generalized as follows. There are two categorical

variables. One variable can be designated as the explanatory variable and the other as the

response variable. The explanatory variable has two categories and the response has two

categories. The numbers of individuals with each combination of the two categories are

counted. The counts are displayed in the 4 cells of a 2 � 2 table. By convention, the rows (the

side of the table) are assigned to the explanatory variable and the columns (the top of the table)

are assigned to the response.

The response variable is sometimes called the outcome variable. One category of the

outcome variable is called the primary outcome. For example, in a study of the effects of

smoking, the category lung cancer might be the primary outcome. No lung cancer would be

the other category. One of the categories of the explanatory variable is called a risk factor.

Smoker could be that category. Non-smoker could be the other category.

Many medical studies focus on the effectiveness of intervention procedures. For example,

a study might focus on the use of aspirin for preventing coronary heart disease. In such studies

one of the categories of the explanatory variable is the use of some drug or procedure as

prevention or treatment and the other category is a placebo. The risk factor is the placebo. The

primary outcome is a disease such as coronary heart disease.

The goal of these studies is to determine if the risk factor is related to the primary outcome.

The studies can be broadly classified as experimental or observational. In experiments,

explanatory factors are assigned to samples of subjects. In observational studies (surveys),

subjects from a target population are selected and the explanatory factors that are present are
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simply observed in each subject. The presence of one or the other of the outcomes is

determined for each subject.

There are two types of observational studies, prospective and retrospective. In each, two

random samples are selected for comparison. The primary difference has to do with whether

the samples were selected on the basis of the explanatory variable or on the basis of the

response variable.

In prospective studies, one of the random samples consists of subjects who have the risk

factor and the other random sample consists of subjects who do not. After a period of time the

subjects in both samples are examined to determine which have the primary outcome.

In retrospective studies, one of the random samples consists of subjects who have shown

the primary outcome (often called the cases) and the other random sample consists of the

subjects who have not shown the primary outcome (called the controls). The subjects are

examined to determine how many in each sample have the risk factor. The degree of

usefulness of retrospective studies is related to the selection of the random sample of subjects

not exhibiting the primary outcome. An attempt should be made to match the controls to the

cases as much as possible. If there is a difference in the proportion of subjects with the primary

outcome, there should be no uncertainty that the difference can be attributed to the risk factor.

Both prospective and retrospective studies have important roles in research. A prospective

study that follows random samples of smokers and nonsmokers might be useful, but it could

take a long time to complete because it could not be accomplished without following the

subjects through their entire lives. Prospective studies can be very expensive because very

large samples are required to get enough positive primary outcomes to allow for statistical

inference. With the current proactive attitude toward smoking cessation, such an experiment

could be viewed as unethical.

Example 5.7. A Retrospective Study on Relative Risk and Odds Ratio

A physician at a clinic in southern Appalachia is concerned about the number of underweight

newborns he sees in his practice. He gives health surveys to the mothers and observes that

many of the mothers with serious gum disease have underweight babies. He summarizes the

data in the following table:

Underweight Baby

Gum Disease Yes No Total

Yes 17 83 100

No 117 783 900

Total 134 866 1000

Are there more underweight babies born to mothers with gum disease? Unless there are an

equal number of babies born to mothers with gum disease and without gum disease, it is

difficult to make useful comparisons directly from the table. The question of interest is

whether the proportion of underweight babies is the same for each group of mothers. He can

calculate conditional proportions of underweight babies for each group. For the mothers with

gum disease, the proportion of underweight babies is 17/100 ¼ 0.17. For the mothers without

gum disease, the proportion of underweight babies is 117/900 ¼ 0.13. If the proportions are

multiplied by 100%, they are percentages. The number 0.17 might also be viewed as the

probability that a randomly selected mother with gum disease has an underweight baby.
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Because underweight babies are susceptible to more disease and developmental problems, the

proportions also are referred to as the risks of an underweight baby.

The relative risk of an outcome for two categories of an explanatory variable is the ratio of

the risk for each category. For the table above, the explanatory variable is gum disease or no

gum disease and the relative risk is 0.17/0.13 ¼ 1.31. It is usually expressed as a multiple. A

relative risk of 1.31 means the risk of an underweight baby for a mother with gum disease is

1.31 times the risk of an underweight baby for a mother without gum disease. A relative risk of

1 means the risk is the same for both categories.

Sometimes the increase in risk is presented as a percentage instead of a multiple:

% increased risk ¼ change in risk

original risk
� 100%

or

% increased risk ¼ (relative risk� 1)� 100%

¼ (1:31� 1)� 100% ¼ 31%

Mothers with gum disease have a 31% increased risk for underweight babies compared to

mothers without gum disease.

Odds are an alternative way to express that a randomly selected individual will fall into a

particular group for a categorical variable. The odds of an underweight baby is the number of

babies who are underweight divided by the number of babies who are not underweight. Again,

we can calculate the odds for each group of mothers. The odds for an underweight baby for

mothers with gum disease is 17/83 ¼ 0.205. The odds for an underweight baby for mothers

without gum disease is 117/783 ¼ 0.149. The odds ratio for an outcome for two categories of

an explanatory variable is the ratio of the odds for each category. For the table above, the odds

ratio is 0.205/0.149 ¼ 1.38.

Notice that risks and odds are two ways of looking at the same problem. If we know that

the risk of an underweight child for a mother with gum disease is 17/100, then the odds are

17/(100 2 17) ¼ 17/83. Likewise, if we know that the odds are 17/83, then the risk is 17/
(17 þ 83) ¼ 17/100. In addition, the relative risk and the odds ratio are about the same if the

risks are small for both groups. Note that in the example the relative risk is 1.31 and the odds

ratio is 1.38.

While the relative risk might be easier to understand, the odds ratio gives researchers a

wider range of statistical methods for binary data. The odds ratio is the only parameter that

describes the binary outcomes for the explanatory categories that can be estimated from

retrospective studies. Notice that the proportion of underweight babies in mothers with serious

gum disease provides no information about the proportion of mothers with gum disease

among mothers of underweight babies. Similarly, a retrospective study of smoking and lung

cancer cannot be used to estimate the individual proportions of smokers and nonsmokers or

their difference among those who get lung cancer.

The odds ratio is the same regardless of which variable is considered to be the response.

Consider the underweight baby example above. The odds ratio is the same regardless of which

variable, underweight baby or mother with gum disease, is considered as the response. The

odds of underweight babies among women with gum disease is 1.38 times the odds of

underweight babies among women without gum disease. The odds of gum disease among
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mothers of underweight babies is 1.38 time the odds of no gum disease among mothers of

underweight babies.

Procedure. Relative Risk and Odds Ratio

For 2 � 2 contingency tables of the form

Response Variable

Explanatory Variable Yes No

Yes o11 o12

No o21 o22

Relative risk ¼ o11=(o11 þ o12)

o21=(o21 þ 212)
¼ o11(o21 þ o12)

o21(o11 þ o12)

Odds ratio ¼ (o11)=(o12)

(o21)=(o22)
¼ (o11)(o22)

(o21)(o12)

EXERCISES

5.4.1. A serum thought to be effective in preventing colds is given to 300 persons. Their

records for one year are compared with those of 200 untreated persons with the

following results (see Exercise 5.3.1):

No Colds Colds

Treated 145 155

Untreated 80 120

a. Is this a prospective or a retrospective study?

b. What is the relative risk for cold for the untreated?

c. What is the odds ratio?

5.4.2. It is reported that offspring produced by users of a certain drug may have a higher

incidence of birth defects than the general population. To obtain information about a

possible relationship between this drug and birth defects, 100 offspring of female rats

fed the drug and 100 offspring from untreated female rats are examined. The results are

given below (see Exercise 5.3.3):

Progeny

Females Birth Defects Normal

Treated 30 70

Untreated 20 80

120 CHI-SQUARE DISTRIBUTIONS



a. Is this an experimental or an observational study?

b. What is the relative risk of birth defects for treated rats?

c. What is the odds ratio of birth defects for treated rats?

5.4.3. An aortic aneurysm is a marked dilation of the aorta either in its thoracic or abdominal

portion. A group of physicians has collected information from new patients for several

years. One item is the initial aneurysm size determined by radiology. Another item is

whether it ruptured. Their data can be summarized in the following table:

Rupture

Aneurysm Size Yes No

�5 cm 10 128

,5 cm 3 163

a. Is this an experimental or an observational study?

b. What is the relative risk of ruptures for the larger aneurysms?

c. What is the odds ratio for ruptures for the larger aneurysms?

5.4.4. For a one-year period the magistrate court in a certain city randomly assigned some of

the drivers found guilty of vehicular injury to a 4-week defensive driving course in

addition to the usual penalties. Drivers who appeared in court were identified as repeat

offenders and as participants of the course. A summary of this study is given in the

following table.

Second

Accident

Defensive Driving Course Yes No

Yes 18 30

No 22 30

a. Is this an experimental or an observational study?

b. What is the relative risk of a second accident for the non-participants of the

defensive driving course?

c. What is the odds ratio of a second accident for the non-participants of the defensive

driving course?

d. Comment on the utility of the defensive driving course.

5.5. NONPARAMETRIC STATISTICS: MEDIAN TEST FOR SEVERAL SAMPLES

Contingency chi-square procedures can also be used for a nonparametric test that several

populations all have the same median. Numerical data from several samples are reduced to the

nominal scale by recording only whether or not each value is greater than the median. Then,

the contingency chi-square procedure is used to determine whether there are any significant

differences, from sample to sample, in the proportions above and below the median.
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Example 5.8. Two-Sample Median Test

A cancer research team has two random samples, each of 20 women with cervical cancer. The

difference between the two groups is the kind of cancer cells involved, LCNK or SM. It is of

interest to know if there are differences between the two groups—to know whether younger

women tend to have one type of cancer cell and older women have the other.

The median age for the 40 women was found to be M ¼ 48 years. Among the 20 women

with LCNK cancer cells, there were 10 who were older than 48, 9 who were younger, and 1

who was 48. Among those with SM cells, there were 9 older than 48, 10 younger, and 1 who

was 48. Because the data are to be reduced to the nominal scale of “above” or “below” median

age, it is customary to discard any values which fall on the median. When this is done, the

following table is obtained:

Cell Type

LCNK SM Total

Above median 10 9 19

Below median 9 10 19

Total 19 19 38

The hypothesis is that the probability that a cancer victim will be above median age,

P(u . M) ¼ p, will be the same irrespective of which group she is in. The alternative

hypothesis is that there is an association between cell type and the probability she will be

above median age:

H0: p1 ¼ p2 ¼ 0:50

Ha: p1 = p2

The usual contingency chi-square analysis yields x2 ¼ 0.1053 with one degree of freedom,

which is clearly nonsignificant at any conventional a level. Thus there is no evidence of an

association between age and type of cancer cell.

Example 5.8 involved only two groups; hence it would be called a two-sample median test.

For any number of samples, the analysis is called a k-sample median test, but the procedure

remains essentially the same.

Procedure. Median Test

1. The median, or middle value, is found for all the observations irrespective of group.

2. Each numerical observation, u, is compared to the median and recorded on the nominal

scale as being “above” or “below” the median. All u ¼ M are discarded.

3. The data which have been transformed to the nominal scale are then summarized in a

2 � k table.

4. A contingency chi-square analysis is conducted.
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EXERCISES

1. A Peace Corps volunteer wants to see which of four species of fast-growing tropical

trees will do best in a reforestation program in Haiti. She plants enough trees to obtain

2-year growth data from a random sample of 30 trees of each species. Lacking

computing equipment for an analysis of data at the numerical scale of measurement, she

decides to perform a median test on the following transformed data:

Species

Growth A B C D

Above median 16 10 11 23

Below median 14 20 19 7

a. What null hypothesis can be tested with these data?

b. Give the alternative hypothesis.

c. What is the critical value of the test statistic for a ¼ 0.05?

d. Perform the test of significance and draw a conclusion.

2. The president of a nationwide accounting firm asks the personnel office to examine the

firm’s records to see whether inadvertent sexual discrimination has taken place with

regard to promotion. Among other data which are gathered, there are random samples

of 25 men and women respectively who were originally employed eight years earlier

and who still work for the firm. There is a record of the number of months each

employee worked for the firm before promotion to senior level. The data are given

below, ordered within sex for convenience:

Women Men

21 25 26 26 31 8 8 16 20 23

31 37 40 43 43 25 26 27 28 28

51 54 56 61 62 29 30 31 36 37

62 66 68 71 71 38 38 41 44 47

72 76 80 84 85 48 50 53 70 82

a. The median for an even number of observations is usually given as the value half-

way between the two middle observations, or in this example the value half-way

between the ordered 25th and 26th observations. Show how that value is found to be

40.5 months.

b. What percentage of the women in the sample were promoted to senior level within

their first 40.5 months of employment? What percentage of men? Are the two

percentages significantly different at the 0.05 level?

3. Although lacking any satisfactory numerical scale of measurement, behavioral

biologists can rank the members of a group according to behavioral attributes such as

aggressiveness and greediness. Wanting to determine whether there is any association

between these two attributes, a biologist is able to observe the behavior of a tribe of 64

adult tamarins (small South American primates) living under nearly natural conditions

at a modern zoo. She learns to identify each of the animals at sight and is able to give
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each a rank according to aggressiveness and a second rank according to greediness. She

wants to see whether those above median rank with respect to aggressiveness are also

above median rank with respect to greediness. The results are given below:

Aggressiveness

Greediness Below Median Above Median

Above median 12 20

Below median 20 12

a. State the null hypothesis in terms of independence.

b. Why is the expected value equal to (1/4)n for all cells?

c. Perform the test of significance and then draw conclusions about the relationship

between these two behavioral characteristics.

REVIEW EXERCISES

Decide whether each of the following statements is true or false. If a statement is false,

explain why.

5.1. There is only one chi-square distribution.

5.2. The chi-square statistic does not have a continuous distribution, but the continuous

distribution attributed to Helmert provides reliable probability statements.

5.3. If the computed value of x2 is greater than the critical value, the null hypothesis is false.

5.4. H0: p ¼ 0.7 with Ha: p = 0.7 can be tested with either the binomial distribution or the

chi-square distribution; if the sample size is large, the conclusion should be the same for

the two tests.

5.5. If women are twice as likely as men to suffer spousal abuse, then the odds ratio is 2.0.

5.6. To say that a computed chi-square value is “significant” indicates that it is numerically

smaller than the critical value against which it is compared.

5.7. In a multinomial experiment to test H0: p1 ¼ 0.25, p2 ¼ 0.50, p3 ¼ 0.25, 3 degrees of

freedom should be used.

5.8. If the sample size is less than 25, a correction for continuity should be made when

testing a 1:2:1 ratio.

5.9. As the degrees of freedom for the chi-square distribution increase, the probability of

rejecting a true null hypothesis decreases.

5.10. With random sampling, a computed chi-square value greater than the critical value can

be obtained, even when the null hypothesis is true.

5.11. If there is close agreement between the observed and expected frequencies, the chi-

square statistic should be relatively large.

5.12. The critical value at a ¼ 0.05 for a multinomial chi-square test about a 27:9:9:9:3:3:3:1

genetic ratio is 14.067.

5.13. To test whether a set of samples can be modeled by a Poisson distribution, the

experimenter must specify the Poisson parameter before sampling.
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5.14. If the null hypothesis for a goodness-of-fit test is not rejected, it can be concluded that

the data are from a population with the specified probability distribution.

5.15. A chi-square contingency table analysis is not appropriate if it is suspected that the row

and column categories are not independent.

5.16. To reject the null hypothesis in a chi-square test of independence is to decide that the

categories in the rows are independent of those in the columns.

5.17. The chi-square test of homogeneity can be used if hypothetical ratios are unknown but

may be equal for all populations sampled.

5.18. A chi-square test of independence for a k � 2 table has k 2 1 degrees of freedom

associated with it.

5.19. A chi-square test of homogeneity can be used to test the equality of the parameters in

two binomial distributions.

5.20. The expected value and the variance of a given chi-square distribution are equal.
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