
11 Prognostic Factor Studies

Summary

The object of this chapter is to summarise some key aspects of the design of prognostic
factor studies. These studies are usually based on regression models that help determine
which of the (usually many) candidate variables, often in combination, are truly
prognostic for outcome. We point out that choice of a model depends on subjective
judgement, ranging from the choice of the variables to consider to the precise statistical
methods used in the variable selection process. Consequently, emphasis is placed on the
need to first develop a model with an index group of patients which is then validated in
an entirely separate group of patients. We use a survival time endpoint to illustrate the
methodology, although the same issues relate to other types of endpoint variables.

11.1 INTRODUCTION

An integral part of clinical management is concern with respect to the ultimate outcome
for the patient with a specific disease or condition. In many situations, and without
treatment, patients may rapidly and fully recover with no residual manifestation of the
initial condition remaining. In this situation it would be natural to monitor the course
of disease from onset to resolution, to measure the corresponding time interval and
perhaps relate this time to features of the patient succumbing to the disease in the first
place and the severity of the disease so contracted. Any features established, which
appear prognostic for outcome, may then be used to counsel future patients on the
anticipated time course of the disease for them. In addition these prognostic variables
may provide clues to underlying aetiology of the disease and which may indicate means
of eradication or prevention.

However, it is not often possible to monitor the natural history of a disease in this
way. It is more likely that the responsible clinical team will institute some intervention,
however benign, which may alter the natural course to some extent. Nevertheless, even
in the context of patients recruited to randomised controlled trials, it may also be that
prognostic factors (besides treatment itself, which it is hoped will influence outcome)
will contribute to outcome. For example, it is well known that those patients with
Ewing’s sarcoma presenting with metastatic disease have a poorer prognosis than those
who do not. Despite this, the same treatment may be appropriate for both metastatic
and non-metastatic groups. So if one treatment under investigation in a clinical trial
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turns out to be better than the standard, the relative prognostic effect of the presence of
metastatic disease may or may not be modified.

It is common to find, although it is by no means always the case, that several
variables contribute to the ultimate prognosis. For example, if in Ewing’s sarcoma a
pelvic site is involved this too is is an adverse prognostic feature for subsequent
survival. Thus note has to be taken of the four metastases by site combinations in
judging prognosis for these patients.

Factors prognostic for outcome are often determined by using multiple regression
techniques relating, for example, the time to resolution of the condition to the potential
explanatory variables. Thus for Ewing’s sarcoma the regression model for the ultimate
survival time will include information on both the presence or absence of metastic
disease and pelvic involvement at diagnosis. Once established, this regression model can
help to quantify the risk, with respect to the endpoint of concern, associated with these
factors.

Often there may be many potential features of the patient, such as age, gender and
weight, and features of the disease present, such as its severity, which may or may not
influence outcome. Thus those variables that are strongly prognostic are to be identified
and those clearly not prognostic set aside, whilst others may need to be more fully
investigated in further studies.

The techniques used to obtain a prognostic model from a number of candidate
variables are essentially statistical in nature using regression models. We will not
describe this process in detail as they refer more to analysis than design. However, the
discussion of the design of prognostic factor studies requires some unavoidable
reference to model building and so this chapter is somewhat more technical in nature
than previous ones.

As for all studies, ‘good’ design features are an essential ingredient for prognostic
studies.

11.2 CASE STUDY

To motivate the discussion in this chapter, we use the prognostic factor study concerned
with patients with inoperable hepatocellular carcinoma conducted by Tan, Law, Ng
and Machin (2003). The aim was to develop a prognostic index (PI), not the very best
possible using sophisticated measures, but rather one of (easy) practicable utility. This
study comprised two components.

In the first, several potential variables were investigated from information provided
from 397 inoperable patients with hepatocellular carcinoma (HCC) who had all been
diagnosed and treated at the same institution in Singapore (the index group). The
variables considered included age, gender, ethnicity, significant alcohol intake, Zubrod
performance score, presence of ascites, chronic hepatitis C, chronic hepatitis B, Child–
Pugh Class, TNM Stage and serum AFP. From these 11 candidate variables, Zubrod
score, presence of ascites and AFP levels were identified as prognostic. These were then
used to derive a prognostic index, which allowed the HCC patients to be assigned to
one of three risk (Low, Medium, High) groups.

The second component, applied the prognostic index so derived to 234 new HCC
patients (the validation group) recruited to a multinational randomised clinical trial
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CASE STUDY 229

Table 11.1 Characteristics of patients with inoperable hepatocellular carcinoma of the index and
validation groups (after Tan, Law, Ng and Machin, 2003. Simple Clinical prognostic model for
hepatocellular carcinoma in developing countries and its validation. Journal of Clinical Oncology,

21, 2294–2298 [11]

Index group Validation group

Variable n % n %

Zubrod score 0 32 8 69 21
(ZPS) 1 119 30 157 48

2 118 30 59 18
3 42 11 37 11
4 8 2 — —
Unknown 78 20 2 1

Presence Yes 167 42 129 40
of No 227 57 194 60
ascites Unknown 3 1 1 —

AFP (mg/L) 449 80 20 41 13
50–499 55 14 21 6
500–4999 86 22 171 53
5000–49 999 93 23 21 6
550 000 84 21 17 5

Ethnic Chinese 352 89 156 48
group Malay 31 8 34 11

Others 14 4 — —
Myanmar — — 103 32
Thai — — 14 4
Others — — 17 5

Gender Male 333 84 270 83
Female 64 16 54 17

Age (years) 439 21 5
40–49 37 9
50–59 92 23
60–69 120 30
70–79 93 23
580 34 9

Significant Yes 68 17
alcohol No 277 70
intake Unknown 52 13

Chronic Yes 325 82
hepatitis No 21 5
B Unknown 53 13

Chronic Yes 27 7
hepatitis No 318 80
C Unknown 52 13

Child–Pugh A 137 35
Class B 184 46

C 76 19

UICC TNM I/II 64 16
Stage III 41 10

IVa 214 54
IVb 78 20



reported by Chow, Tai, Tan et al. (2002). The purpose was to see if the PI so derived
was indeed prognostic for the disease.

The basic characteristics of the index group with respect to all the candidate variables
and those eventally identified as prognostic are given in Table 11.1. The corresponding
numbers of patients of the validation group are also included. It should be noted that
fewer variables were recorded in the validation group as it is generally good practice to
keep these to key variables so as to minimise the work for the clinical teams entering
patients into a trial.

The process of developing a ‘simple’ model in this context balances practical with
statistical considerations. Practical issues include using categories for serum AFP,
classifying any unknown characteristics into the worst group, and rounding the
regression coefficients to obtain the relative weights attached to each variable.

11.3 CANDIDATE VARIABLES

STUDY ENDPOINT

We assume that a prognostic factor study is in design and, just as for any other study,
the key endpoint has to be established. For example, in many circumstances this will be
the time either to the resolution of the disease (cure) or, as would be the case in
prognostic studies in patients with advanced cancer, the survival time of the patient. In
this latter case, the survival time might be calculated from the date of diagnosis to the
date of death. The outcome for a group of such patients with survival times is
summarised using the Kaplan–Meier estimate of the corresponding survival curve. One
such example has been given in Figure 9.3 which shows the survival curves of patients
with hepatocellular carcinoma treated with three doses of tamoxifen as reported by
Chow, Tai, Tan et al. (2002).

Although we will use an illustrative example involving survival time, and hence the
Cox proportional hazards model is appropriate, for other outcome measures differing
models would be required. Thus for binary outcomes this would be expressed via
logistic regression and for continuous outcomes multiple (least squares) regression. All
of which are available in standard statistical computer packages.

The univariate Cox proportional hazards regression model of a single potential
prognostic variable, x is

h ¼ expðbxÞ, ð11.1Þ

where h represents the risk and b is the corresponding regression coefficient to be
estimated from the survival times of the patients, each with associated value for x. In
the simplest case, x is a binary variable, for example, taking the value 0 for males and 1
for females. In this case if b, the estimate of b of equation (11.1), turns out to be zero,
then h¼exp(0)¼1. This implies that, whatever the value of x, h¼1 and the risk for
males and females is the same. Thus gender is not prognostic for outcome. On the other
hand, if b¼2 say, then if x¼0, hMale¼1 but when x¼1, hFemale¼exp(2), implying a
greater risk for the females. In general, the associated hazard ratio is HR¼hFemale/
hMale¼exp(b61)/exp(b60)¼exp(b). Since log HR¼b, the regression coefficient itself
is often termed the log hazard ratio.
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For n potential prognostic variables, x1, x2, x3, . . . , xv the Cox model becomes/takes
the multivariable form

h ¼ expðb1x1 þ b2x2 þ b3x3 þ . . .þ bvxvÞ, ð11.2Þ

where b1, b2, b3, . . . , bv are the corresponding regression coefficients to be estimated in
the modelling process.

The basic structure of a prognostic factor study is to record, for each of the N
patients recruited, their basic characteristics at the time of diagnosis of their disease and
their ultimate survival, t. As we noted in Chapter 3, for survival time studies these times
may be censored for some subjects in which case T+ is recorded. In very simple terms,
once the regression model is fitted to these data, those x(4v) variables for which a null
hypothesis that the corresponding regression coefficient bi is zero is rejected, are
retained in the model and are termed prognostic. The remaining v7x variables that are
‘not statistically different’ from zero are removed from the model and are considered as
not prognostic for outcome.

IDENTIFYING THE SUBJECTS

Before establishing which individual patients are to be included in the prognostic factor
investigation the basic patient population of interest has to be defined. So, just as one
would do for any clinical study, clear eligibility criteria have to be established. Such
eligibility requirements will usually include the particular diagnoses of interest as well as
precise details of how these diagnoses are established. Further, it may be necessary to
restrict the patients so selected to those that will receive a particular form of therapy. In
some situations, this restriction may be made to ensure a relatively homogeneous set of
patients so that the potential prognostic indicators are not obscured by varying degrees
of efficacy of the (possibly) uncontrolled choice of therapies that may have been given
to such patients.

Clearly if the patients used for a prognostic study are those recruited to a randomised
trial, then differences between patients (due to treatment received) can be
accommodated in the prognostic modelling process in a systematic way. The choice
of subjects may also (and should) be influenced by the quality of data that can be
collected for the purposes of the study. Once again if these data come from a
randomised trial then one may be reassured more easily that the data are well
documented than for a study that involves extracting data from patient case notes
which are designed principally for other purposes. Without good quality data, the
conclusions drawn from studies of prognosis must be regarded as uncertain.

USE OF THE INDEX

One should also give some thought as to how the prognostic factors once established
are to be used. If the purpose is purely scientific, then the variables considered can be
very esoteric in nature (perhaps determined by very complex assays). On the other
hand, if the index is to be used to guide advice that will be given to patients in the clinic
then the variables for use are best established easily with minimal sophisticated
(laboratory-type) measures involved.
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CHOOSING THE VARIABLES

Apart from the endpoint measure itself, it is also important to determine which
variables are to be the candidate variables for the prognostic factor investigation.

Help with the choice of variables to study (or not) should be obtained by reviewing
the literature for variables that have been investigated in previous studies. It is clear that
those that have been shown to have major prognostic influence should also be included
in the planned study. We will call these ‘Level–In’ variables. A decision then has to be
made as to which of the other variables so examined may be still unproven, ‘Level–
Query’, and those that have already been found conclusively not to be useful, ‘Level–
Out’.

Of course, the purpose of the current study may be to investigate entirely new
variables, ‘Level–New’. For this latter category it will be advisable to consider aspects
of the Bradford-Hill criteria of Figure 1.1 with respect to ultimate causality. At this
stage one also has to determine whether the objective of investigating ‘Level–New’
variables is to replace the ‘Level–In’ variables or rather to ask if their added inclusion
‘enhances’ the ability to distinguish more clearly prognostic groups. The approach to
modelling is different in these two situations.

Considerable thought at the planning stage needs to be focused on the selection of the
variables and the associated Levels. There is a tendency to assign very few to ‘Level–
Out’ for fear of ‘missing something important’.

Case study – choice of candidate variables – inoperable hepatocellular carcinoma

It is well known that AFP is indeed predictive in this disease and so it was
regarded as a ‘Level–In’ variable for the modelling. The remaining variables
were all ‘Level–Query’ as, although most had been investigated before and
some not found to be very predictive, they had usually been considered
together with variables that were strongly predictive but which were not
candidate variables for this study.

Example – choice of candidate variables – node-positive breast cancer

Although not using our categorisation, Sauerbrei, Royston, Bojar et al. (1999)
imply for non-metastatic breast cancer that nodal status is the only Level–In
variable associated with prognosis. In contrast Level–Query is attached to
tumour size, tumour grade, histological type, oestrogen (ER) and progesterone
receptor (PR), menopausal status and age despite many investigations of their
respective roles. They also point out that more than 100 Level–New factors
have been proposed at various times.
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SCREENING THE VARIABLES

However, before going to the stage of fitting the chosen model of the form (11.2), it is
often desirable to do some (often informal) preliminary screening of the variables. One
such screen, for those candidate variables that are continuous in nature, is to calculate
the correlation matrix of all the corresponding pairwise correlation coefficients. Should
this matrix contain some large correlation coefficients then this may indicate that only
one of the corresponding pair of variables contributing to any high value needs to be
included in the modelling process.

The choice of which to take forward to the modelling can be made in several ways
depending on circumstance. These may include the easiest or cheapest of the two
measures to obtain from the patients or the variable most often used by previous
studies. A common option is to begin by first modelling these variables individually by
use of the univariate model equation (11.1). Suppose the variables concerned are x1 and
x2, then the models to fit are h1¼exp(b1x1) and h2¼exp(b2x2). It is then determined
which of the estimated regression coefficients (b1 or b2) is the ‘most statistically
significant’ and the associated x then may be the variable that is chosen. Before the final
choice, a check is made using the two-variable version of equation (11.2), that is
h1,2¼exp(b1x1þb2x2), to see that if both variables are included whether worthwhile
extra information is obtained over the single variable chosen.

TRANSFORMATIONS

In the modelling process, it is often easier if a variable has a linear influence on the
outcome of concern. If a variable, say x, is continuous then the direct use of equation
(11.1) implies that the effect on the risk of death is log-linear, that is, the log HR
increases or decreases linearly as the value of the factor increases. This may or may not
be the case. This may be checked by fitting the model hQuadratic¼exp(b1xþb2x2) which
has algebraically a quadratic form and is estimated by hQuadratic¼exp(b1xþb2x

2). If a
formal test of the null hypothesis, b2¼0, is not rejected then x is assumed to act linearly,
since this implies b2x2¼0 whatever the value of x. Otherwise a more detailed
examination of the relationship implied by changing values of x will need to be
instituted.

If linearity is not the case, then creation of categories to reflect the shape of the
relationship is recommended in preference to attempting to describe the precise detail of
the non-linear relationship. Although in certain circumstances a transformation of the
basic variable may achieve the desired linearity. Common transformations of the basic
variable, x, are log x and

p
x. Complex transformations are best avoided.

Example – investigating linearity – colorectal cancer

Chung, Eu, Machin et al. (1998) investigated whether young age was an
adverse prognostic factor for survival in patients with colorectal cancer. In
general colorectal death rates increase with age (as is the case for many
cancers) and so if young age (439 years) is indeed indicative of a worse
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prognosis, then the age-specific death rates would be U-shaped when plotted
against decade. This was indeed the case, with those aged 40–59 of lowest risk
whilst those of the439 age-group were at a similar risk to those 60–79 or some
30 years older.

As a consequence, for age an unordered categorical variable was created of
the age decades for the modelling process – this despite the fact that the
underlying variable was continuous and hence the successive categories had a
natural order. Had ordered categories been used in the modelling process, then
this is equivalent to coding them as 0, 1, 2, etc. that is then treated as numerical
data. If the model is then fitted with this variable, then it takes a linear form
which, in this situation, is not appropriate. Using the unordered categories
allows the shape of the underlying relationship to be examined without
imposing an algebraic form such as the quadratic referred to previously.

One difficulty with categorising continuous variables is the fact that, once created,
there is an implicit assumption that there is a step change in risk at a boundary between
adjacent categories. This is unlikely to be the case. Sometimes boundaries are
convenient choices, for example, decade groups for age. In other circumstances, the
choice may be made by investigating a range of options and then choosing that which
‘magnifies’ the difference beween adjacent categories. Such devices can lead to an over-
optimistic view of the prognostic variable in question. If a dichotomy is to be chosen,
then one method is to take the cut at the median value but there is no guarantee that the
risk will divide along these lines. Since the purpose of categorising the variable is to
better investigate the ‘shape’ of the associated risk, a minimum number of three
categories is required for this, and a maximum of five would seem reasonable (although
if data are plentiful more could be taken).

Case study – transformation of data – inoperable hepatocellular carcinoma

The only laboratory-based variable included was AFP as it is widely used even
in less developed clinical settings in other respects. This was categorised into
the five groups, effectively on a logarithmic scale, as shown in Table 11.1.

MISSING VALUES

It is important that the proportion of data items that are missing or unknown in the
data set is minimal. Experience suggests that as the number of variables requested of the
clinical teams increases the proportion of ‘missing’ data also increases. Missing data
cause considerable ‘biases’ to arise in the modelling process and should be avoided if at
all possible. Although there are no formal rules attached to an acceptable level of
missing data, if more than 20% are missing for a particular variable, then serious
consideration should be given to excluding it from the modelling process. If the missing
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data comprise less than 5%, then the bias introduced may be regarded as minimal.
These are only pragmatic suggestions, however, and may have to be varied with
circumstance. No useful model can result if a vital piece of information cannot be easily
collected.

For those variables for which data are missing, it is useful to create a category of their
own. If treated like this in the modelling process, then, if the data are missing at
random, this category should behave in a central manner since it will comprise a
(random) mixture of the other category levels. Were it to correspond to (say) the highest
risk category, then this may indicate that ‘missing’ is a sign of poor prognosis. Perhaps
it is then ‘missing’ as the patient was too ill for the measure to be recorded. For
example, when a patient is an emergency admission, time for less routine assessments
may not be available and so they may go unrecorded. In which case the absence of these
values may be indicative of a worse outcome and hence the fact of them ‘missing’ is
prognostic for outcome.

Case study – missing data – inoperable hepatocellular carcinoma

In Table 11.1 the Zubrod score has a large proportion (19.6%) of missing
values. In screening the variable, an unordered categorical variable was first
created with four levels (0, 1, 2, Missing) and used in a univariate model of
Zubrod score. The size of the corresponding category ‘2’ and ‘Missing’
regression coefficients were similar. As a consequence, these two categories
were merged for the multivariable modelling.

This device is no substitute for the ‘real’ data values, however, and serious
concern must be raised about a variable for which there is a large proportion of
missing data.

NUMBER OF VARIABLES

In equation (11.2) the number of variables, v, that can be included is clearly without
end, but for every variable added there is at least one further regression coefficient to be
estimated. It is easy to imagine that there can be more candidate variables than patients.
So a simple rule is to never allow into the model more variables than subjects. If there
are more variables than subjects, then the screening process to determine Level–In,
Level–Query, and Level–Out must ensure the number is reduced accordingly. It has to
be realised that if a g-group categorical variable is included, then this adds g71
regression coefficients to the model. Thus it is really the number of regression
coefficients, k (5v), to be estimated that should, at the very least, be less then N. In fact,
for survival-type studies, it is the number of events observed, O, that is critical rather
than N itself. Thus a very large study with few events may have the same limit to k as a
small study with a proportionately larger number of events. We return to this topic
when discussing an appropriate study size.
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MEASUREMENT

Although we have talked in general terms about the candidate variables, as we have
indicated in Chapter 2, reliable measurement of these is clearly critical to prognostic
factor studies also. Thus, for example, Simon and Altman (1994) stress that any
laboratory assays should be performed blinded to clinical data and outcome, and that
intra- and inter-laboratory reproducibility of assays should be documented.

FITTING THE MODEL

Univariate

As there are usually several, sometimes many, variables as potential candidates for
inclusion even after screening, the next step is often to reduce these numbers by options
by fitting a univariate model for each in turn, then only to take forward those of the
candidate variables (all of which must be either Level–In or Level–Query) for which the
corresponding null hypothesis of b¼0 had been rejected. The remaining variables are
then studied in a multivariable regression model.

Case study – univariate models – inoperable hepatocellular carcinoma

Individual (univariate) Cox regression analysis of all the clinical parameters
indicated in Table 11.1 and serum AFP level showed that the major variables
influencing survival are Zubrod performance score, presence of ascites and
AFP. Thus, the univariate analysis screen had reduced the k from 30 to eight
regression coefficients to be estimated: two for Zubrod score, two for ascites
and three for log AFP. The corresponding regression coefficients are given in
Table 11.2(a). Little prognostic information was provided by age, gender,
ethnicity or significant alcohol history.

Multivariable

Although individually the candidate variables in the univariate stage of the modelling
are all statistically significant, when included together in a multivariable model this
need no longer be the case. The next stage of the modelling process is then to select
those which still appear to influence outcome and discard those which do not. There are
many alternative methods for doing this, ranging from adding one variable at a time to
the best univariate model to removing one variable at a time from a multivariable
model that first includes all the candidate variables.

Case study – multivariable model – inoperable hepatocellular carcinoma

Candidate variables for the multivariable prognostic index were only those
(shown in Table 11.2(a)) that had been found to be statistically significant
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(p-value50.05) in a univariate Cox model using binary, tertiary or four-group
unordered categories.

Selective Cox regression using a step-down procedure was used to determine
the best combination of these variables for prognosis. However, before this
was undertaken, those patients with unknown Zubrod score or ascites were
first recategorised into the nearest risk group. The multivariable selection
process considered the three variables simultaneously but retained all of them
in the resulting model given in Table 11.2(b). Thus all the variables were found
to remain predictive of survival even when considered together.

A comparison of the regression coefficients with the corresponding ones of
Table 11.2(a) shows little change. This suggests that the three basic variables
act independently of each other.

In some instances, the regression coefficients of the multivariable model are
rounded to numerically convenient values. Thus, for example, those for AFP
approximated to 0, 0.3, 0.6 and 0.9 and so the corresponding categorical
variable (requiring three regression coefficients) was replaced by a discrete
numerical variable with values 0, 1, 2 and 3 (requiring one regression
cofficient). Also the patients with Zubrod score unknown were merged with
the 52 group and then, because the regression coefficients approximated to 0,
0.5 and 1, the corresponding categorical variable (requiring two regression
coefficients) was replaced by a discrete numerical variable with values 0, 1 and
2 (requiring one regression cofficient), and finally those with ascites unknown
were merged with the ascites present group.

A multivariable analysis (but no longer selective) for these three modified
variables is summarised in Table 11.2(c).

Selection

Although there may be several ‘individually’ predictive variables identified at the
screening stage, once all these are in the same regression model some may no longer
appear prognostic. Essentially this is because the same (or similar) information may be
held in one or more of the other variables.

Prognostic Index

For each of the patients in the index or training set, a score can be derived by
substituting the corresponding values of the variables associated with each into the
regression equation of Table 11.2(c). The resulting scores, S, can then either be plotted
in a frequency distribution or ranked in numerical order. From either of these the
distribution of values can then be partitioned into (say) three or more groups and the
corresponding Kaplan–Meier survival curves plotted for the patients of these groups.
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Case study – prognostic groups – inoperable hepatocellular carcinoma

The Cox regression of Table 11.2(c) gives a score, S, for each patient as

S¼ log h¼0.646Aþ0.304Pþ0.290F,

where A denotes ascites, P physical performance by Zubrod performance score
(ZPS) and F serum AFP level. Dividing the terms on the right-hand side of this
equation by the smallest regression coefficient, namely 0.290, and rounding to
the nearest integer gives a simplified survival score, SS, of

SS¼2AþPþF.
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Table 11.2 Univariate and multivariable Cox proportional hazards regression models of Zubrod
score, ascites and serum AFP level for the index cases (from Tan, Law, Ng and Machin, 2003.
Simple clinical prognostic model for hepatocellular carcinoma in developing countries and its

validation. Journal of Clinical Oncology, 21, 2294–2298 [11]

Variable Category n Coefficient Hazard ratio 95% CI

(a) Univariate

Zubrod score 0 32 0 1
(ZPS) 1 119 0.542 1.72 1.16 to 2.54

52 168 1.092 2.98 2.02 to 4.41
Unknown 78 0.811 2.25 1.48 to 3.41

Ascites Absent 227 0 1
Present 167 0.668 1.95 1.59 to 2.40
Unknown 3 1.869 6.48 2.05 to 2.46

AFP (mg/L) 4499 134 0 1
500–4999 86 0.262 1.30 0.99 to 1.70
5000–49 999 93 0.652 1.92 1.46 to 2.52
550 000 84 0.912 2.49 1.88 to 3.31

(b) Multivariable categorical

Zubrod score 0 32 0 1
(ZPS) 1 119 0.432 1.54 1.04 to 2.29

52/Unknown 246 0.689 1.99 1.35 to 2.93

Ascites Absent 227 0 1
Present/Unknown 170 0.663 1.94 1.57 to 2.40

AFP (mg/L) 4499 134 0 1
500–4999 86 0.155 1.20 0.89 to 1.54
5000–49 999 93 0.636 1.89 1.43 to 2.50
550 000/Unknown 84 0.818 2.27 1.70 to 3.03

(c) Multivariable ordered categorical

Zubrod (P) 0, 1, 2 0.304
Ascites (A) 0, 1 0.646
AFP (F) 0, 1, 2, 3 0.290



On this basis the minimum possible for SS¼0 and the maximum is SS¼7.
Plots of the corresponding eight survival curves suggested that there are three
groups (Low, Medium, High Risk) of sufficiently different prognosis. The
Kaplan–Meier survival curves for these three groups are given in Figure
11.1(a). At 6 months the estimated proportions alive for Low, Medium and
High Risk groups are approximately 60%, 20% and 5% respectively.

PREDICTED PROGNOSTIC INFORMATION

If the Kaplan–Meier plots of the different risk groups are sufficiently separated then
this suggests that these groups may be used for prognosis. Altman and Royston (2000)
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Figure 11.1 Index and validation Kaplan–Meier estimates of Low, Medium and High Risk
prognostic groups for patients with inoperable hepatocellular carcinoma (from Tan, Law, Ng and
Machin, 2003. Simple clinical prognostic model for hepatocellular carcinoma in developing

countries and its validation. Journal of Clinical Oncology, 21, 2294–2298 [11]



provide a measure of the prognostic information contained in these groups as that
summarised by the predicted separation (PSEP)

PSEP ¼ pHigh � pLow, ð11.3Þ

where pHigh is the predicted probability of dying for the patients in the worst prognosis
group (High Risk) at a fixed time t, and pLow is the predicted probability of dying for
the patients in the best prognosis group (Low Risk) at the same time point.

Case study – PSEP – inoperable hepatocellular carcinoma

The 6-month death rates for the index set of 397 patients with inoperable
hepatocellular cancer are given in Table 11.3. Thus the proportions of deaths
at t¼6 months in the High and Low Risk groups are pHigh¼0.571 and
pLow¼0.947, so PSEP¼0.947 – 0.571¼0.376.

Study Size

There is no easy way to calculate study size for prognostic modelling to cover all
exigencies including the unknown number, and strength, of any truly prognostic
variable of those candidates being considered.

We first consider the case of estimating a single regression coefficient in a univariate
logistic regression equation including a single variable. For such a binary outcome
variable, y, Hosmer and Lemeshow (2000) note that a ‘relevant quantity is the
frequency of the least frequent outcome’. For example, if the endpoint variable is
survival status and there are 500 subjects in the study of whom 350 are alive (y¼1) and
150 are dead (y¼0), then the key determinate to see if the study size is adequate is
m¼min(m1, m0). Here m1 and m0 are the numbers in the corresponding binary groups.
They suggest therefore that the most favourable situation is when m1¼N/2 of the
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Table 11.3 Estimated 6-month death rates, PSEP for index and OSEP for validation groups
according to survival score (SS) (from Tan, Law, Ng and Machin, 2003. Simple clinical
prognostic model for hepatocellular carcinoma in developing countries and its validation. Journal

of Clinical Oncology, 21, 2294–2298 [11]

Patient group

Index group Validation group

Risk group SS n (%)
6-month death

rate (p) n (%)
6-month death

rate (p)

Low 0–2 105 (26.4) 0.571 142 (43.8) 0.666

Medium 3–4 160 (40.3) 0.787 111 (34.3) 0.855

High 5–7 132 (33.3) 0.947 71 (21.9) 0.972

PSEP 0.376 OSEP 0.306



subjects have the event and m0¼N/2 do not. In other words, the sample size N depends
on the distribution of values in the endpoint variable, y.

In this situation, and based on the work of Peduzzi, Concato, Kemper et al. (1996),
about 10 events per regression coefficient to be estimated in the prognostic factor study
are necessary in order to get reasonably stable estimates of the regression coefficients.
This suggests that the number of events per candidate variable (EPV) 510 (strictly
events per candidate regression coefficient). Thus in total 510k events are required.

We can turn the problem around and ask: suppose there are N subjects, how many
parameters can be estimated based on this rule of 10? The answer is no more than m/10.
That is, the number of parameters that can be estimated is k4min(m1, m0)/10. In the
above example m¼min(350, 150)¼150 and hence the recommended maximum number
of regression coefficients to be estimated is k¼ (150/10)¼15. The optimal situation is if
m¼N/2, in which case k¼N/20.

For actual survival-time studies using Cox proportional hazards models, we suggest
that k should be a maximum of O/10 and preferably closer to O/20, where O is the total
number of events observed in the index group.

Case study – number of variables – hepatocellular carcinoma

For the Index group of Tan, Law, Ng and Machin (2003) there were N¼397
patients all but seven of whom had died and none were lost to follow-up. Thus
the number of events is O¼39777¼390 and the suggested number of
regression coefficients that might be estimated is between 390/10¼39 and
390/20¼19. Thus the k¼30 regression coefficients, from the v¼11 candidate
variables of Table 11.1, is within the suggested range.

Example – study size – non-small-cell lung cancer

Piffarré, Rosell, Monzó et al. (1997) investigate the prognostic value on survival
of replication errors (RER) on chromosomes 2p and 3p amongst 64 patients
with non-small-cell lung cancer using Cox’s proportional hazards model.

Amongst these patients only O¼19 (30%) had died, which suggests that the
number of regression coefficients appropriate to estimate in a multivariable
Cox model is between 19/20 and 19/10 which indicate at the most k¼2. In fact
the authors appear to investigate, at least v¼8 candidate variables (involving
k510 regression coefficients) including age, gender, histological type
(squamous cell carcinoma, adenocarcinoma, large-cell carcinoma), tumour
stage (I, II, IIIA), K-ras (mutated, non-mutated), p53 (mutated, non-mutated),
LOH (complete loss of one or both alleles of the repeat locus) and RER
(postive, negative). As a result of non-specified selection procedure they derive
a prognostic model including RER and Stage. The numbers of events is clearly
too few for such an investigation.
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PRACTICALITIES

Once the variables to be examined in the prognostic modelling have been determined
the model can be fitted and the ‘important’ variables identified in a number of
(statistically speaking) mechanistic ways. However, there is no ‘best’ method and so
there is some subjective choice in which to use. However, with sufficient data, strongly
influential candidate variables are likely to emerge whatever the method adopted.

Some care is needed in the use of any ‘mechanistic’ approach. Thus a statistically
significant regression coefficient for a variable may be established, perhaps in a
prognostic factor study of many patients, but its actual effect on patient outcome is very
small. Thus any judgement must be based on the magnitude of the regression coefficient
and not just the associated p-value. Conversely in a more modest study, a variable
exerting a major prognostic influence but not statistically significant, could be
eliminated.

Design features – the index or training set

Determine an adequate sample size

Define eligibility carefully

Identify the variables of interest

Determine Level–In, Level–Query, Level–Out and Level–New

Ensure data are complete

Screen the Level–Query and Level–New using univariate methods

Model the Level–In variables

Add the Level–Query and Level–New

Create the PI

Estimate PSEP

11.4 VALIDATING A PROGNOSTIC FACTOR
MODEL

PROCESS

As with all exploratory procedures, it is almost inevitable that a prognostic model
derived from one data set will not perform as well on a second. There are many reasons
for this, but an important one is because of random differences (perhaps exaggerating
the effects of a particular variable on prognosis) that will be picked up by the modelling
process. In contrast, where random differences happen to reduce the effects of the
particular variable it will then tend to be excluded from the model chosen. In the former
case, the ‘exaggeration’ may be revealed on later investigation whereas there is a real
danger in the second case that the one omitted may go unnoticed. It is clear also from
the processes we have described above that ‘subjective’ judgement comes into the
modelling process.
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Altman and Royston (2000) state: ‘These considerations argue strongly for the need
to evaluate performance of a model on a new series of patients, ideally in a different
location’. Thus if a research group are developing a PI, then to satisfy this requirement
a validation group of patients is required. This implies that the whole exercise is a two-
stage process, involving the index or training group of patients as we have described
above and a second validation group of patients. Figure 11.2 details the conditions
necessary for validating a PI as specified by Altman and Royston (2000).

VERIFYING A PROGNOSTIC INDEX

Published Index

If a prognostic model for a situation has been developed by others and perhaps
reported in the literature, then one may reasonably wish to verify if the index so derived
is applicable to another set of patients. However, before proceeding it is useful to check
the exact details of how the index was produced and to be sure that the methodology is
acceptable. For example, if the methodology appears flawed, then this may affect
judgement with respect to the level of validation that one might expect. Of course, if
‘pure’ verification is required then care has to be taken in defining the eligibility in
precisely the same way as for those for whom the model was constructed. On the other
hand, if one is interested to see if the model is applicable to a wider range of patients,
then as wide a range as considered relevant is appropriate. However, the expectations
for the original model must be duly adjusted, depending on the extent of the overlap
between the patient groups concerned. The criteria for judging the model must be
defined in advance of the verification process.

For pure verification purposes, a measure such as PSEP should first be obtained for
the data constructing the original model, perhaps from the relevant publication itself.
Then the score for each patient in the validation group is obtained using the exact
model formulation as published and, on the basis of their individual scores, they are
assigned to the recommended prognostic groups. The corresponding Kaplan–Meier
curves are estimated and PSEP, now termed the observed separation (OSEP), is
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1. Are the same variables still important?

2. Is the functional form of the prognostic model correct?

3. Are the estimated regression coefficients compatible?

4. How well does the new model fit the data?

5. Is the correct ordering of the prognostic groups preserved?

6. Are the event rates between the prognostic groups significantly
different?

Figure 11.2 Items necessary for model validation (from Altman and Royston, 2000; reproduced
by permission of John Wiley & Sons Ltd)



calculated and compared to the original. Close agreement in these values would validate
the model.

A common mistake, rather then to check the exact model published on the new data,
is to build one’s own model and see if the process of model building chooses the same
variables. However, it is often quite difficult to replicate some of the more ‘subjective’
criteria involved in a modelling process, so differences may result as a consequence of
this. Nevertheless, if this process selects the same variables, then a check is made of
whether or not the corresponding regression coefficients are similar in value. This may
or may not verify the prognostic value of the published index.

Developing an Index

The above process is mirrored when developing a new PI, except that one first starts
with a training set and derives the PI oneself. A key feature of the design is for the
research group to identify an appropriate validation group. However, an important
aspect of the process is to ensure the model to be validated is derived before detailed
knowledge of the validation group is available to the modelling team. Ideally the
validation set should be obtained from patients from a different location and their data
collected by a different research team.

Case study – validation group – OSEP – inoperable hepatocellular carcinoma

Patients from the Asia-Pacific-wide multicentre trial for treatment of
inoperable HCC and recruited over the period 4 April 1997 to 8 June 2000
were used to validate the PI. These were 329 patients who were randomised in
a double-blind fashion to either tamoxifen treatment or placebo. Survival
information was available on all but five of these patients. All consenting
patients had their baseline characteristics recorded at the time of diagnosis of
HCC, following which they were randomised to the trial and routine follow-up
until death.

Survival was calculated from the date of randomisation. The SS derived
from the Index group was used to calculate, for each new patient, the
corresponding value for him or her. On the basis of this score the patient was
then assigned to one of the proposed Low, Medium and High Risk groups as
previously defined and the survival experience summarised using the Kaplan–
Meier technique. From these curves, shown in Figure 11.1 (lower panel), the
proportions alive at 6 months was estimated giving OSEP¼pHigh7pLow¼0.31.
This is close to the corresponding PSEP¼0.38 obtained from Figure 11.1
(upper panel) demonstrating validity of the prognostic model.

In addition, the use of the validation group, obtained from a prospective
multinational, multiethnic, randomised controlled clinical trial with high-
quality data, provides additional reassurance. The initial model was
established 3 years before the prospective validation data became available.
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Study Size

It is difficult to be prescriptive about the size required of the validation group. Clearly
the number of candidate variables to include is now stipulated by the PI derived from
the Index group. Thus one might argue that kValidation is likely to be much smaller than
kIndex, so a pragmatic way is to suggest OValidation is somewhere in the order of
106kValidation to 206kValidation.

Case study – size of validation group – inoperable hepatocellular carcinoma

The final PI derived in this study included v¼3 variables (involving
kValidation¼3 regression coefficients). Thus the above suggestion indicates
that OValidation should be between 106kValidation¼30 and 206kValidation¼60.
The data set actually used comprised 296 patients of whom 276 (93%) had
died. This would appear to be more than sufficient for the validation process.

Design features – the validation set

Define eligibility cross-check with the index or training set

Cross-check with the details provided by Altman and Royston (2000)

Follow exactly the same process of scoring the individual patients as suggested by
the PI

Calculate OSEP and compare with PSEP
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