
10 Diagnosis

Summary

An important part of the process of examining a patient is to check clinical measures
taken from the patient against a ‘normal’ or ‘reference’ range of values. Evidence of the
measure lying outside these values may be taken as indicative of a particular diagnosis.
In this chapter we describe the methods for establishing reference intervals and a related
problem for receiver operating curves in distinguishing diseased from non-diseased
subjects. We also describe the design of agreement studies, with respect to the degree of
self-reproducibility of a single observer, and the strength of two-observer or more,
agreement.

10.1 INTRODUCTION

When a physician is in the process of establishing a diagnosis in a patient who presents
with particular symptoms, the patient may be subjected to a series of tests, the results
from which may then suggest an appropriate course of action. For example, a patient
complaining of not feeling well may be tested for the presence of a bacterium in their
urine. On the basis of the reading obtained the patient may then be classified as
infected. It is this infection that is then presumed to be the cause of ‘not feeling well’.
The object of treatment will then be to remove this infection in the expectation that this
will then alleviate the presenting symptoms.

In other circumstances a patient may be referred to a specialist centre for further
examination and diagnosis. Thus in patients suspected of liver cancer it is routine to
take blood samples from which their a-fetoprotein (AFP) levels are determined. A high
level is indicative of liver cancer although further and more detailed examination may
be required to confirm the eventual diagnosis. The judgement as to whether or not a
particular patient has a high AFP is made by comparison with individuals whose AFP
has also been measured but are known to be free of the disease in question. In most
circumstances, the range of values of AFP in patients who do indeed have liver cancer
will overlap with healthy subjects who are free of the disease. In view of this overlap,
and to help distinguish the diseased from the non-diseased, receiver operating curves
(ROC) are constructed to help determine the best cut-point value for diagnosis.

In many situations, once a specimen is collected from a patient for diagnosis, an
assessment is made as to whether or not this indicates the presence of the disease in
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question. This process may involve some subjectivity on the assessor’s part, so after
appropriate training perhaps, one may wish to measure the assessor’s reproducibility.
In much the same scenario there may be more than one assessor responsible for
reviewing patient material, in which case one would like to be sure that they are in
broad agreement in their decisions. Thus for the same specimen, readers may not agree,
and there remains a possibility that if each reviewed the material again that their
decisions may not be the same. In both instances, if there were substantial
disagreement, then this would raise concern with respect to the diagnostic processes
involved.

10.2 REFERENCE INTERVALS

The objective of a study to establish a normal range or reference interval (RI) is to
define the interval for a particular clinical measurement within which the majority of
values, often 95%, of a defined population will lie. Individuals subsequently found to
be outside these limits may be thought to require medical intervention in some way.

CHOOSING THE SUBJECTS

Samples are taken from populations to provide estimates of population parameters; in
our situation the cut-point(s) of the RI. The purpose of summarising the behaviour of a
particular group is usually to draw some inference about a wider population of which
the group is a sample. Thus, although a group of volunteers are investigated, the object
is to represent the RI of the general population as a whole, which will include the
healthy and those who are not. As a consequence, it is clearly important that the
‘volunteers’ are chosen carefully so that they do indeed reflect the population as a whole
and not a particular subset of that population. If the ‘volunteers’ are selected at random
from the population of interest then the calculated RI will be an estimate of the true RI
of the population. If they are not, then it is no longer clear what the RI represents and
at worst it may not be appropriate for clinical use.

NORMAL DISTRIBUTION

If the variable that has been measured has a Normal distribution form, then the data x1,
x2, . . . , xN from the N subjects can be summarised by the sample mean, �xx, and sample
SD, s. These provide estimates of the associated population mean, m, and SD, s,
respectively.

In this situation, the 100(17a)% RI is estimated by

�xx� z1�a=2s to �xxþ z1�a=2s. ð10.1Þ

Often a 95% RI is required, in which case a¼0.05 and from Table T1, z17a/2¼

z0.975¼1.9600.
If we denote the cut-points of the lower and upper limits of this RI as RLower and

RUpper, then its width is

WReference ¼ RUpper � RLower ¼ 2z1�a=2s. ð10.2Þ
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Example – reference interval – myocardial iron deposition

Anderson, Holden, Davis et al. (2001) established normal ranges for T2-star
(T2*) values in the heart. T2* is a magnetic resonance technique which can
quantify myocardial iron deposition, the levels of which indicate the need for
ventricular dysfunction treatment. They quote a 95% normal range for T2* as 36
to 68ms obtained from 15 healthy volunteers (9 males, 6 females, aged 26–39).

They also quote RIs given by Li, Dhawale, Rubin et al. (1996) as 26.5 to
39.5ms based on 13 normal subjects; Wacker, Bock, Hartlep et al. (1999) as 39
to 57ms from six patients with coronary disease; and by Reeder, Faranesh,
Boxerman et al. (1998) as 32 to 44ms in the mid-septum in five volunteers.
These RIs are determined from very few subjects and are very variable in the
range of T2* values they cover and in their location, as well as in their width.

Study Size

A key property of any RI is the precision with which the cut-points are estimated. Thus
of particular relevance to design are the width of the CIs for the estimated cut-points
RLower and RUpper. Harris and Boyd (1995) state that if the sample is large (N4100) then
the standard error (SE) of these cut-points is

SEðRLower ¼ SEðRUpper ¼ s
p
ð3=NÞ ¼ 1:7321s=

p
N. ð10.3Þ

Thus the approximate 100(17g)% CI for the true RLower is

RLower � z1�g=2 �
1:7321sffiffiffiffi

N
p to RLower þ z1�g=2 �

1:7321sffiffiffiffi
N

p , ð10.4Þ

and there is a similar expression for RUpper. The width of these CIs is

WCut ¼ 2� z1�g=2 �
1:7321sffiffiffiffi

N
p . ð10.5Þ

One design criterion for determining an appropriate study size to establish an RI is to
fix a value for the ratio of WCut to WReference. The design therefore sets
r ¼ WCut=WReference to some pre-specified value. In this case it follows, from dividing
equation (10.5) by (10.2) and rearranging, that the sample size is estimated by

N ¼ 3

�
z1�g=2

rz1�a=2

�2
. ð10.6Þ

For the particular case when we choose a and g to have the same value, equation (10.6)
simplifies to

N ¼ 3=r2. ð10.7Þ

Practical values for r suggested by Linnet (1987) range from 0.1 to 0.3. Table T12 gives
N for different a, g and r. From both equation (10.7) and the table one can see that as r
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decreases from 0.3 to 0.1 the corresponding value of N increases quite dramatically, so
that a relatively large study is required.

Example – sample size – myocardial iron deposition

We presume that we are planning to estimate the 95% RI for myocardial T2*
and we have the study of Anderson, Holden, Davis et al. (2001) available.
From their study, WReference¼68736¼32ms and we intend to quote a 90% CI
for the cut-point(s) so determined. With a¼0.05, g¼0.10 Table T1 gives
z0.975¼1.9600 and z0.95¼1.6449; then use of equation (10.6) with rPlan¼0.1
giving N¼36[1.6449/(0.161.9600)]2&210. Direct entry into T12 with
a¼0.05, g¼0.10 and rPlan¼0.1 gives N¼211 subjects. Had rPlan¼0.2 been
chosen, then N&53 subjects are required.

These estimates of study size contrast markedly with the 15 volunteers used
by Anderson, Holden, Davis et al. (2001). In terms of the design criteria we
have introduced here, their study corresponds to the use of rPlan&0.4, which is
outside the range recommended by Linnet (1987).

NON-NORMAL SITUATION

If the data do not have a Normal distribution then in some circumstances an algebraic
transformation of the data may have to be made. The only sensible transformation is a
logarithmic one. In which case, the RI for y¼ log x will take the form of equation (10.1)
but with y replacing x in the calculation of the mean and SD. Further the sample size
can still be estimated by equations (10.6) and (10.7). However, the corresponding RI on
the x-scale is then obtained from the antilogarithms of the lower and upper limits of this
range. That is the reference range for x is

expð �yy� z1�a=2syÞ to expð �yyþ z1�a=2syÞ. ð10.8Þ

If the data cannot be transformed to the Normal distribution form, then an RI can
still be calculated. In this case, the data x1, x2, . . . , xN are first ranked from largest to
smallest. These are labelled x(1), x(2), . . . , x(j), . . . , x(N). The lower limit of the
100(17a)% reference range is then x(j), where j¼Na/2 (interpolating between adjacent
observations if Na/2 is not an integer). Similarly the upper limit is the observation
corresponding to j¼N(17a/2). These limits provide what is often known as the
empirical normal range.

Campbell and Gardner (2000) define the ranks of the lower and upper limits of a
100(17g)% CI for any quantile q, as

rq ¼ Nq� ½z1�g=2 �
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
Nqð1� qÞ

p
�

and (10.9)

sq ¼ 1þNqþ ½z1�g=2 �
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
Nqð1� qÞ

p
�.
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These values are then rounded to the nearest integer. These integers provide the rqth
and sqth observations in this ranking and hence the relevant lower and upper confidence
limits. To determine those for RLower, one sets q¼a/2 in equation (10.9) and for RUpper,
q¼17(a/2) is used.

However, these are the ranks of the observed values corresponding to RLower and
RUpper, not the values themselves. Hence there is no equivalent algebraic form to WCut

of equation (10.5) in this case. However, we can obtain an approximation to their SE.
This is provided for by the SE which is appropriate for quantiles estimated using ranks
but assuming these ranks had arisen from data having a Normal distribution form. This
gives, in place of equation (10.3),

SEðRLowerÞ ¼ SEðRUpperÞ ¼
sffiffiffiffi
N

p

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
ðg=2Þ½1� ðg=2Þ�

f2
1�g=2

s
¼ Z

sffiffiffiffi
N

p . ð10.10Þ

Here

f1�g=2 ¼
1ffiffiffiffiffiffi
2p

p exp

�
�
z21�g=2

2

�

is the height of the Normal distribution at z17g/2. Values of Z, for different values of g,
are given in Table T13. For example, when g¼0.05, z0.975¼1.9600, then direct
calculation or use of Table T13 gives Z¼2.6713. This multiplier, 2.6713, is larger than
that,

p
3¼1.7321, of equation (10.3).

Thus an approximation to the 100(17g)% CI for the true RLower of the 100(17a)%
RI is

RLower � z1�g=2 � Z
sffiffiffiffi
N

p to RLower þ z1�g=2 � Z
sffiffiffiffi
N

p . ð10.11Þ

This CI has width

WCI ¼ 2� Z� z1�g=2 �
sffiffiffiffi
N

p . ð10.12Þ

Study Size

One method to determine the sample size would be first to use equation (10.6) to give
NInitial and then inflate this by use of Z to obtain NFinal¼Z NInitial/

p
3. This will lead to a

larger study size to establish an RI than those given in Table T12 for the Normal
distribution case by a factor of Z/

p
351. This illustrates why, if at all possible,

transforming the scale of measurement to one that is approximately Normal in
distribution is very desirable.

Example – sample size for an empirical normal range – myocardial iron
deposition

Suppose we presume in estimating the numbers of subjects required for a 95%
RI for myocardial T2* we did not have a Normal distribution. The earlier
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calculations using Table T12 with a¼0.05, g¼0.10, rPlan¼0.1 gave
NInitial¼211. Then with g¼0.10 the last column of Table T13 gives
Z
p
3¼1.22. The planned study size for the RI determination is

NFinal¼1.226211¼258 or approximately 260 individuals.

Design features – reference intervals

Careful selection of volunteers

Are measures used on volunteers the same as those to be used on patients and made
in the same manner?

Are strata required: male–female; young–old?

10.3 RECEIVER OPERATING CURVES

In the process of making a diagnosis for a particular patient, a clinician establishes a set
of diagnostic alternatives or hypotheses. The clinician then attempts to reduce these by
progressively ruling out specific diseases and in the process initiates tests both to
exclude certain diagnoses and to confirm the presence of the disease which is indeed
present. For a particular diagnosis, a good diagnostic test should indicate clearly either
that the disease is very unlikely or that it is very probable.

REFERENCE TEST

There clearly has to be a process by which patients who present with a particular set of
symptoms become ultimately, and ideally unambiguously, diagnosed or deemed free of
the disease in question. Thus, for example, a patient may be suspected to have a
particular type of cancer, but only once surgery is undertaken and the tumour removed
can one unequivocally say that it is a cancer of a particular type. In this case the
reference test is the combined surgical and post-surgical processes in coming to this
final diagnosis.

The reference test is usually the currently accepted best available and feasible
diagnostic test to determine the presence or absence of the disease in question.

Clearly when evaluating the potential of a new diagnostic test, the person who
performs the reference test should be ‘blind’ to the results of the diagnostic test and vice
versa. This is especially so if the tests involve some degree of subjectivity in their
interpretation. This is often the case with a pathological specimen, although seemingly
objective laboratory measures may not be free of all subjectivity as might often be
claimed.
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DESIGN OPTIONS

Cases (Diseased) and Controls (Healthy)

One design to establish a diagnostic test takes values of the measurement of interest
from subjects (controls) who are known to be free of the disease and in patients known
to have the disease in question. However, this design does not reflect the clinical
situation in which tests will be applied. Essentially this process takes two groups, one
from each end of the disease spectrum, and omits the intermediate when making
comparisons. This creates an artificial gap in test values between those categorised as
healthy and those diseased and so exaggerates the value of the diagnostic test. Thus this
design is not recommended.

Consecutive Patients

As de Vet, van der Weijden, Muris et al. (2001) point out, in clinical practice diagnostic
tests are never used in healthy persons but only in groups for which the diagnostic test is
indicated, including patients with the disease present in various levels of severity. So the
best approach to evaluate the diagnostic accuracy of a test is to use a sample of
consecutive patients for whom the test is indicated. A careful description of the
eligibility characteristics of this group needs to be provided. These patients will undergo
the new diagnostic test and also those for the reference test by which they will be
categorised as non-diseased or diseased. Thus for every patient one has the test result
and the ultimate decision.

SINGLE MARKER

When a diagnostic test produces a continuous measurement, then a diagnostic cut-point
is selected. This is then used ultimately to divide future subjects into those who are
suspected to have the disease and those who are not.

This diagnostic cut-point is determined by first calculating the sensitivity and
specificity at each potential cut-point. The sensitivity of a test is the proportion of those
with the disease who also have a positive diagnostic result, that is, they are above the
cut-point. On the other hand, the specificity of a test is the proportion of those without
the disease who also have a negative result, that is, they are below the cut-point. The
sensitivity on the y-axis (vertical) against (17specificity) on the x-axis (horizontal)
obtained for each possible cut-point is then plotted. The final (diagnostic) cut-point, C,
is usually chosen at a point which provides sensible balance between sensitivity and
specificity. For a particular test this requires an assessment of the relative medical
consequences and costs of making a false diagnosis of disease (false positive, FP) or of
not diagnosing disease that is present (false negative, FN).

Example – ROC curves – primary angle-closure glaucoma

Devereux, Foster, Baasanhu et al. (2000) made anterior chamber depth
measurement of the eye to detect occludable angles by means of optical
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pachymetry, O, slit-lamp mounted, S, and hand-held, H, ultrasound tests in
individuals. The corresponding ROCs are summarised in Figure 10.1 and the
corresponding areas beneath the curves were 0.93, 0.90 and 0.86 for the
respective methods. The optical method gave a sensitivity of 85% and
specificity of 84% at a screening cut-off of C52.22mm for detecting
occludable angles.

A perfect diagnostic test would be one with no FP or FN results and would be
represented by a line that started at the origin and went up the y-axis to a sensitivity of
1, and then across to a false positive rate of (17specificity)¼0. A test that produces
false positive results at the same rate as true positive results would produce a ROC on
the diagonal line y¼x.

Study Size

If the objective is to estimate the area, AUC, under an ROC, then sample size can be
determined using an expression similar to equation (3.2) from which the width, o, of
this CI can be calculated. The study size is then

mDiseased ¼ 4

�
s2

o2

�
z21�a=2. ð10.13Þ
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Figure 10.1 ROCs for detecting occludable angles for three different methods on the same
subjects (from Devereux, Foster, Baasanhu et al., 2000. Anterior chamber depth measurement as
a screening tool for primary angle-closure glaucoma in an East Asian population. Archives of

Ophthalmology, 118, 257–263. [6, 10]



The right-hand side of this equation is identical in form to equation (3.4). However,
because evaluation of a diagnostic test determined through the ROC requires two
subject groups, the diseased and non-diseased, the method of estimating s has to take
this into account. In fact Obuchowski and McClish (1997) show that it is a complex
function of the ratio of non-diseased subjects to diseased subjects, R, in the study and
the required sensitivity and specificity. The latter requirements are equivalent to setting
the test size a and the power 17b. Specifically,

s ¼
expð�y2=4Þ

2
ffiffiffi
p

p

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi�
1þ

1

R
þ
5y2

8
þ

y2

8R

�s
, ð10.14Þ

where y¼z17FPR7z17TPR, FPR and TPR are the false positive and true positive rates
respectively, and R51.

From this mNon-diseased¼R6mDiseased, so that the final estimated study size is
N¼mDiseasedþmNon-diseased.

Values of the total sample size required (diseased plus non-diseased) are given for
R¼1 and 1.5 in Table T14 for a range of FPR, TPR and widths, w, of the
corresponding 95% CI for the AUC.

Example – sample size for ROC curves – cartilage abnormalities

Obuchowski and McClish (1997) consider the planning of a study to estimate
the accuracy of magnetic resonance imaging (MRI) for detecting cartilage
abnormalities in patients with symptomatic knees. Patients in the study were to
undergo MRI for arthroscopy, which is considered the gold standard for
determining the presence/absence of abnormalities. Following a five-point
scoring, it is anticipated that 40% of patients will have a cartilage abnormality,
so R¼60/40¼1.5. Assuming the FPR¼0.1, TPR¼0.5, then for width
w¼0.10, Table T14 gives the total sample size required as N¼283 or
approximately 300, of which 0.46300¼120 would be anticipated to be
diseased and 180 non-diseased.

SEVERAL MARKERS

In situations where more than one test is available for the same diagnostic problem one
might compare the respective ROC curves and choose that which is closest to a perfect
diagnostic test. The area under this perfect ROC curve is then the total area of the
panel; that is, AUC¼161¼1. In the example of Figure 10.1, the three tests are not
‘perfect’ but one can see that the AUC is greater for one of the tests than the others.
Thus the AUC is a measure of the performance of a diagnostic test against the ideal and
may also be used to compare different diagnostic tests. Thus Obuchowski and McClish
(1997) refer to the AUC as the accuracy of the test.
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Example – several markers – primary angle-closure glaucoma

In the case of Devereux, Foster, Baasanhu et al. (2000), the design involved the
three screening tests, O, S and H. In such circumstances, if a single observer is
involved, then it is a good idea to randomise the order in which these
assessments are used in the individual patients. This can be done by means of a
series of 363 Latin squares. For example, the first 36 patients, and
examinations, could be allocated by first replacing A, B and C by O, S, H
respectively. The order in which the corresponding 12 Latin squares of Table
T4 are used is then randomised. Assume that we use the first two digits of the
first column of Table T3 for this purpose, then the first four squares are chosen
using the remainders after dividing by 12 of 75, 80, 94 and 67. These are 3, 8, 10
and 7; then the first 12 subjects would be examined as in Figure 10.2.

Study Size

Although methods of estimating study size for both independent and paired or matched
designs to compare the AUC of two diagnostic tests have been given by Obuchowski
and McClish (1997), they require specialist computer programs for their evaluation.

REPORTING

Bossuyt, Reitsma, Brund et al. (2003), with many simultaneous publications of the
same article in many leading journals, provide the elements necessary for complete
and accurate reporting of studies of diagnostic accuracy. This publication was part of
the Standards for Reporting of Diagnostic Accuracy (STARD) initiative and has
been widely adopted. The list of items in Figure 10.3 provides a suitable checklist of
some important elements to consider when designing a study investigating a
diagnostic test.
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Subject

1 2 3 4 5 6 7 8 9 10 11 12

1 O S H S O H H S O S H O

Examination 2 H O S O H S O H S O S H

3 S A O H S O S O H H O S

Figure 10.2 First four of a random sequence of 363 Latin squares for a single observer
study using three diagnostic methods on each of successive subjects



Design features – ROC

Careful selection of consecutive patients

Careful selection of diseased patients

Estimate the ratio between the diseased and non-diseased from previous cohorts as
determined by the reference

Double-blind assessment by new test and reference

Study size

Cross-check the design with the STARD requirements
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Methodological criteria

1. Was the study relevant with respect to the purpose of the test?

Study population

2. Were individuals with and without disease included in the evaluation?

3. Was the study population appropriate for evaluating the proposed use of the
diagnostic test?

4. Were the inclusion and exclusion criteria that were used to select study patients
described?

5. Were demographic and clinical characteristics of the study patients described?

6. Was the source of the study population described?

7. Was a wide spectrum of non-diseased and severity of diseased patients included?

8. Were patients with co-morbid conditions included in the case (diseased) group?

Diagnostic test and reference standard

9. Was an appropriate reference standard used?

10. Was the reference standard appropriately performed in a standard manner in all
patients?

11. Were the interpretation of the reference standard and of the diagnostic test applied
independently (blindly)?

12. Was the reproducibility of the test described?

13. Was a normal/abnormal reference (‘gold’) standard and normal/abnormal test result
adequately defined?

Results

14. Were data presented in enough detail to calculate appropriate test characteristics?

15. Were uninterpretable results enumerated and described?

16. Was an appropriate sample size considered?

Figure 10.3 List of criteria assessing the quality of diagnostic studies (based on Kluwer
Academic Publishers, de Vet, van der Weijden, Muris et al., 2001, Table 1. Systematic reviews of
diagnostic research. Considerations about assessment and incorporation of methodological
quality. European Journal of Epidemiology, 17, 301–306 [10] with kind permission of Springer

Science and Business Media



10.4 AGREEMENT

Many measurements that are taken during any study require some degree of subjective
judgement, whether assessing the results of diagnostic procedures or the effects of
therapies. As a consequence, were the same observer to repeat, or different observers to
measure, the same outcome, they may not give identical results. Observer agreement
studies investigate the reproducibility of a single observer and the level of the consensus
between different observers assessing the same unit, be it specimen, radiograph or
pathology slide. Typically, in observer agreement studies, several observers make
assessments on each of a series of experimental units and these assessments are
compared. For example, to examine the variation in measurements of the volume of
intracranial gliomas from computed tomography, different observers might evaluate
scans from a series of patients. The values of tumour volume so recorded could then be
compared. In other circumstances, the assessments may be of binary form such as a
conclusion with respect to the presence or absence of metastases seen on liver
scintigraphy. Clearly an ideal situation is one in which all the observers agree and the
answer is correct. The correct answer can only be known if there is a ‘gold’ standard
available.

To quantify the agreement between observers, studies will typically involve
choosing the material to assess and defining the feature that one is trying to
summarise. This requires definitions to work to, the number and choice of the
specimens to review, the (random) order in which they should be reviewed and the
number of observers required. In its simplest form such studies would involve two
observers, each assessing all the specimens with no gold standard with which to
compare.

SINGLE OBSERVER – REPRODUCIBILITY

Suppose a single observer makes a diagnostic decision after examining a patient (or
perhaps a specimen taken from a patient), then how likely is the observer to draw the
same conclusion were the specimen to be examined a second time? To assess this, we
require the same assessments to be repeated by the same observer. For example, the
same slide would need to be reviewed by the pathologist on two occasions. The second
review would need to be undertaken ‘blind’ to the results of the first review and clearly
some time later. A ‘washout’ period long enough to ensure that the pathologist did not
‘recognise’ the slide but not too much later if the period may cause deterioration of the
specimen or after the observer (now more experienced) changes his/her methods in a
systematic way.

For a single observer, the degree of reproducibility is quantified by the probability of
making a chance error in diagnosis, x. This is the probability of ascribing either absent
(coded 0) to a diagnosis when it should be present (coded 1), or a 1 to a diagnosis that
should be 0. This review process generates for each of the specimens reviewed, one of
the four possible binary pairs (0, 0), (1, 0), (0, 1) and (1, 1) as indicated in Table 10.1.
The corresponding number of specimens, in each of these pairs, is represented by d00,
d10, d01 and d11.
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From Table 10.1, it is clear that the proportion of times the observer agrees with
him- or herself is

pAgree ¼
d00 þ d11
mRepeat

. ð10.15Þ

while the proportion of disagreements is

pDis ¼
d10 þ d01
mRepeat

. ð10.16Þ

Freedman, Parmar and Baker (1993) show that the degree of reproducibility of the
reviewer is estimated by

x ¼ f1�
p
½2pDis�g=2. ð10.17Þ

This has a 100(17a)% CI,

x� z1�a=2 � SEðxÞ to xþ z
1�a=2

� SEðxÞ ð10.18Þ

where

SEðxÞ ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
xð1� xÞ½1� 2xð1� xÞ�

2ð1� 2xÞ2mRepeat

s
.

Study Size

Sample-size calculations are based on the achievement of sufficient precision of the
estimate of x which is governed primarily by the number of duplicate assessments,
mRepeat. For a given x, and desired width Wx, of the 100(17a)% CI, the number of
repeats necessary is given by

mRepeat ¼
2xð1� xÞð1� 2xþ 2x2Þz21�a=2

W2
xð1� 2xÞ2

. ð10.19Þ
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Table 10.1 Possible outcomes for a single observer reviewing the
same material on two occasions, or two observers reviewing the

same material on two occasions

Second
First review(er)

review(er) Absent Present Total

Absent d00 d01
Present d10 d11

Total mRepeat



Example – sample size – number of specimens

Suppose that we anticipate that the probability of error by the observer is 5%
and that we plan to estimate this probability with a 95% CI of width for the
estimate of 10%. How many repeat observations should be made?

Here, x¼0.05, Wx¼0.1, and for a¼0.05, Table T2.1 gives z17a/2¼1.9600,
then from equation (10.19),

mDuplicate ¼
2� 0:05� 0:95� ½1� ð2� 0:05Þ þ ð2� 0:052Þ� � 1:96002

0:12½1� ð2� 0:05Þ�2
¼ 40:77:

This implies that the observer should repeat his or her assessments on
approximately 40 specimens.

TWO OBSERVERS – AGREEMENT

Disagreement

If agreement between observers is to be quantified then specimens will be assessed by
each of two observers and each observer has to decide on a binary diagnosis (Absent or
Present) for each specimen and scores these 0 or 1 respectively. This study then
generates data also in the form of Table 10.1 but ‘First review’ and ‘Second review’ are
now replaced by ‘First reviewer’ and ‘Second reviewer’. The estimated probability of
disagreement is now

pDis ¼
d10 þ d01
mTwo

. ð10.20Þ

Study Size

If the corresponding anticipated value for the probability of disagreement, pDis, is not
too close to zero, and the sample size is reasonably large, then for a specified width,
WDis, of the l00(17a)% CI, the sample size is

mTwo ¼ 4�

�
pDisð1� pDisÞ

W2
Dis

�
z21�a=2. ð10.21Þ

This is an equivalent expression to equation (3.6) but, as we have warned previously,
it may not be reliable if pDis is close to 0 or 1. Typical values of pDis range from 0.05 to
0.4. In most situations high disagreement values would not be anticipated but low
values may be quite common. We therefore recommend the use of Table T1 in such
situations.
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Example – two observers – disagreement

It is anticipated that two observers will have a probability of disagreement of
approximately 25% but it is desired to estimate this with a 95% CI of width
10%. How many observations should be made?

Here, pDis¼0.25, WDis¼0.1 and a¼0.05, hence equation (10.21) gives

mTwo ¼ 4�

�
0:25ð1� 0:25Þ

0:12

�
� 1:962 ¼ 288.

This agrees very closely with the more exact calculation of Table T1 which
gives N¼286. So for such a study, this implies that the two observers examine
the same 300 specimens independently.

Cohen’s Kappa, j

Inter-rater agreement is often measured by Cohen’s k, which takes the form

k ¼
pAgree � pExp
1� pExp

ð10.22Þ

where pAgree is the proportion of rater pairs exhibiting perfect agreement and pExp the
proportion expected to show agreement by chance alone. From Table 10.1, as we have
shown before, pAgree¼ (d00 þd11)/mRepeat. To get the expected agreement we use the row
and column totals to estimate the expected numbers agreeing for each category. For
negative agreement (Absent, Absent) the expected proportion is the product of
(d01þd00)/mRepeat and (d10þd00)/mRepeat, giving (d00þd01)(d00þd10)/m

2
Repeat. Likewise

for positive agreement the expected proportion is (d10þd11)(d01þd11)/m
2
Repeat. The

expected proportion of agreements for the whole table is the sum of these two terms,
that is

pExp ¼
ðd00 þ d01Þðd00 þ d10Þ

m2
Repeat

þ
ðd10 þ d11Þðd01 þ d11Þ

m2
Repeat

. ð10.23Þ

Study Size

Suppose the same k¼2 raters rate each of a sample of mRepeat subjects independently. If
their ratings are binary in nature, and denoted as either a success (1) or a failure (0),
then we can think of p as the underlying true proportion of successes. Then for an
anticipated value of k, Donner and Eliasziw (1992) quote the corresponding SE(k). If k,
is not too close to zero, and the sample size is reasonably large, then for a specified
width Wk of the l00(17a)% CI, the sample size is

mKappa ¼ 4�
ð1� kÞ
W2

k

�
ð1� kÞð1� 2kÞ þ

kð2� kÞ
2pð1� pÞ

�
z21�a=2. ð10.24Þ
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Example – sample size – Cohen’s kappa

Suppose we believe that p¼0.3, we anticipate kPlan¼0.4 and we wish to
determine this with Wk¼0.1 for a two-sided 95% CI. Then from equation
(10.24)

mKappa ¼ 4�
ð1� 0:6Þ

0:12

�
ð1� 0:6Þ½1� ð2� 0:6Þ� þ

0:6ð2� 0:6Þ

2� 0:3� 0:7

�
.

This leads to mKappa¼30.72 or about 35 subjects are needed.

The situation in which p is different for each of the two raters is discussed by Cantor
(1996).

Cicchetti (2001) gives a useful general discussion of the problem of estimating a valid
sample size in this area. He states, although this also applies in general, that sample size
estimation ‘. . . involves much more than simply plugging numbers into confidence
interval formulas, applying them to data from already published test manuals and then
using them as a bench mark for sample size requirements’. Importantly he points out
that clinically useful results can be obtained with relatively modest values of k, and
there is diminishing gain from increasing the sample size much above 100.

Intra-class Correlation Coefficient

The intra-class correlation (ICC) is the equivalent to k when the k raters are asked to
record on a continuous rather than on a binary scale. It was defined previously in
equation (T9.2), but we repeat it here for convenience, as

r ¼
s2
Between

s2
Within þ s2

Between

. ð10.25Þ

Study Size

To estimate the study size, typically one proposes a minimally acceptable level of inter-
rater reliability as, say, r0. In contrast, r1 is then set as the value that we anticipate for
our study. The design choice, is the combination NObservations¼kmRepeat, that is the
optimum combination of numbers of raters (or observations) per subject, k, and
numbers of subjects, mSubjects.

Walter, Eliasziw and Donner (1998) suggest an effect size C0 where

C0 ¼

1þ k

�
r0

1� r0

�

1þ k

�
r1

1� r1

� . ð10.26Þ
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The number of subjects, mSubjects, then required for two-sided significance a and power
17b is given by

mSubjects ¼ 1þ
2ðz1�a=2 þ z1�bÞ

2k

ðlogC0Þ
2
ðk� 1Þ

. ð10.27Þ

Example – sample size – intra-class correlation

Walter, Eliasziw and Donner (1998) describe a study in which therapists are
assessing children with Down’s syndrome using the Gross Motor Functional
Measure (GMFM). This has been validated for use in children with cerebral
palsy and it was felt necessary to check its validity in children with a different
disease.

The investigators were hoping for an inter-rater reliability of at least 0.85,
and had determined that a reliability of 0.7 or higher would be acceptable.
Hence, the null hypothesis H0: r0¼0.7 and the alternative H1: r1¼0.85. For
practical reasons no child could be seen more than k¼4 times and
approximately 30 subjects were available. Thus the design options were
restricted to a choice of k¼2, 3 or 4.

For two-sided significance of 5% and 80% power from equation (10.27), we
find that when k¼2, mSubjects¼42.4 and so NObservations¼k mSubjects&86, while
for k¼3, mSubjects¼29.3 and NObservations¼k mSubjects&90 and when k¼4,
mSubjects¼25.0 and NObservations¼k mSubjects¼100.

In the design with the minimum number of observations, NObservations¼86,
and so 43 children would each be seen twice. The restriction in numbers of
children possible to about 30 eliminates the possibility of this design. The next
best option is if each child is seen three times, implying NObservations¼90, to
achieve the required power. Ultimately, the investigators decided to opt for
k¼4 observations per child. This requires more observations in total, but
involves fewer children.

A useful method for planning studies of inter-rater reliability has been described by
Bonett (2002). Thus, rather than specify a minimum acceptable value for r, as in
equation (10.27), one might plan for a 100(17a)% CI of width Wr. Then with k raters
on mSubjects subjects an approximate sample size is:

mSubjects ¼ 1þ
8z21�a=2ð1� rPlanÞ

2
½1þ ðk� 1ÞrPlan�

2

kðk� 1ÞW2
r

. ð10.28Þ

When there are only k¼2 raters and the anticipated intra-class correlation is rPlan40.7,
then the sample size required is increased from mSubjects to (mSubjectsþ5rPlan).

This formula is more robust to differing values of r than that given by Walter,
Eliasziw and Donner (1998). For example, under a null hypothesis of r0¼0.7, with
a¼b¼0.05 and k¼3, from equation (10.27) for r1¼0.725, 0.75 and 0.80, we require
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3376, 786 and 167 subjects respectively. In comparison, the corresponding sample sizes
required to estimate r with a 95% CI ofWr¼0.2 are 60, 52 and 37. This large reduction
is caused by changing the value of r1 which results in changing the effect size C0 of
equation (10.26), which has a big influence on the sample size.

Example – sample size – confidence interval for the intra-class correlation

Suppose we wished to estimate r in the study of Walter, Eliasziw and Donner
(1998) and we wished to estimate it to within +0.1, or a 95% CI width of
Wr¼0.2. If we assume that r¼0.85 and that we had k¼4 raters then equation
(10.28) suggests m¼19.2, that is 20 children are required. Thus, if the same
four therapists rate a sample of 20 children, and if r, the estimate of r, is close
to 0.85, then we would expect the width of CI for r to be close to 0.2.

Design features

Careful selection of material to be reviewed

Define criteria for basis of review

Selection of observer(s)

Blind assessment of repeat reviews

Random order of material to be reviewed

Careful design of second – before-and-after – review

Crossover design – for two-observer review
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