
9 Phase III Trials

Summary

This chapter deals with the main design features of randomised Phase III trials. These
include the two-treatment–two-period crossover trial, parallel designs of two or more
groups, and factorial designs. Contrasts are made between trials designed to detect
superiority and those to demonstrate equivalence and non-inferiority. We also describe
cluster trials in which the randomisation to the intervention is not made on an
individual subject basis. Methods of estimating the appropriate numbers of subjects to
be recruited are indicated.

9.1 INTRODUCTION

We have described how randomised Phase III trials may emerge as one consequence of
a sequence of preclinical studies, Phase I and Phase II trials. Their objective is to test if
the ‘new’ compound (or intervention) is as at least as effective as the current standard
for the ‘disease’ in question. Alternatively, Phase III trials may evolve from questions
arising in clinical practice and not from a specific development process. Thus one may
wish to compare different approaches to treatment in which no drugs are involved, for
example, the contrast of an entirely surgical approach to cancer treatment with a
combined modality involving radiotherapy. Key components in the design of Phase III
trials of whatever type are randomisation, an appropriate degree of blinding and the
numbers of patients to be recruited.

Many Phase III trials have one characteristic in common and that is that the unit that
is randomised (usually a patient) is the same as the unit that is analysed. However,
another type of trial is one in which subjects are randomised to the alternative
interventions in groups which are then termed clusters. In a two-group cluster
randomised trial several (usually half) of the groups will receive one intervention and
the remainder the other intervention. Thus a whole group, consisting of a number of
individuals depending on the context, is assigned en bloc. Nevertheless, just as for the
individually randomised situation, the outcome is measured on each individual.

9.2 CROSSOVER TRIALS

BEFORE-AND-AFTER DESIGN

The simple ‘before-and-after’ study is not suitable for evaluation of alternative
therapies. To illustrate this, suppose a trial is planned to compare the current standard
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therapy (S) against a test therapy (T). Patients in Period I of the design are first
recruited to S, then when a new therapy comes along all subsequent patients are
switched to T during Period II of the design. Unfortunately, although the differences
between the before-and-after observations may measure the effect of the intervention,
any observed changes (or their apparent absence) may also be attributed to changes
that are temporal in nature. Such changes may be outside the control of the
investigator, so that the true benefit of the intervention cannot be estimated.

In addition, to use this kind of approach, the clinical team is unlikely to design such a
trial completely prospectively. That is they are unlikely to decide at the planning stage
to first recruit m patients to S then, once recruitment is complete, switch to T and
recruit a further m patients. It is more likely that they will begin T with new patients and
then look back in the medical records to see how patients they had treated with S had
fared. Essentially the efficacy of T is then assessed by comparison with historical data
on S. In these circumstances seldom can one guarantee that the eligibility criteria
applied at the time the patients of this retrospective review were recruited would be the
same as for the prospective component. Perhaps no consent procedures were involved
for S, since it was the standard therapy and treatment was not part of a clinical trial,
whereas consent would have to be obtained for T. This consent process may remove
certain types of patients from the ‘after’ group biasing the eventual comparison in an
uncertain way. It is also often the case that the follow-up data arising from the
historical patient record may not be of sufficient quality of completeness, and methods
of clinical assessment perhaps not as rigorous as would be demanded in a prospective
clinical trial context.

TWO-TREATMENT–TWO-PERIOD DESIGN

Nevertheless, the ‘before-and-after’ type of approach can be adapted to form a
‘crossover’ trial. An example is a two-treatment–two-period trial in which the patient
first receives one of the treatments, say A, then following that the other, say B. In this
case, although each patient receives both of the two treatments, half receive these in the
order A followed by B (AB) and half in the reverse order (BA). This eliminates, or more
correctly takes account of, the temporal changes when the analysis is made.

In a two-treatment–two-period crossover trial, the randomisation is between the
sequences AB and BA. In which case, the randomisation will be constrained to ensure m
subjects are randomised to the sequence AB and m to BA. If the 1:1 ratio is not
achieved, then the statistical properties of the crossover design are compromised.

Example – crossover trial – red ginseng and erectile dysfunction

Hong, Ji, Hong et al. (2002) describe a randomised placebo (P) controlled,
two-period crossover trial of Korean red ginseng (G) in patients with erectile
dysfunction. During the course of the trial, the erectile function of the men was
assessed using the International Index of Erectile Function score. The trial
participants and investigators were blinded to the order in which the trial
medication was administered. The trial design is summarised in Figure 9.1.
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Figure 9.1 Randomised placebo-controlled, two-period crossover trial of Korean red
ginseng in patients with erectile dysfunction

Typically in a two-period crossover trial, there is ‘run-in’ stage in which the subject
receives neither treatment, followed by randomisation to one of the two sequences.
Then the Period I treatment stage commences, followed in turn by a washout in which
no treatment is given, then Period II starts with the second treatment of the sequence.
So in the trial of Hong, Ji, Hong et al. (2002) there was a run-in period of 1 week, an
8-week treatment period, followed by a washout of 2 weeks’ duration, and then a
final 8 weeks on the other treatment.

The run-in establishes a baseline measure of erectile function, and the washout period
is included to enable the level of erectile dysfunction experienced by the men to return
to the same or similar levels to that experienced during the run-in period. Thus there is
an implication that the patient returns to essentially the same state at the beginning of
Period II as he was at the start of Period I. If this is achieved then there is no ‘carry-
over’ effect of the treatment received in Period I into that given in Period II. That is, if
the sequence GP is given, then any effect of G given in Period I will not be present in
Period II when the man receives P. Similarly, the same principles apply to the reverse
sequence PG.

Should the treatment that is given in Period I have a long-term effect on the
condition, then this will carry over into Period II and hence affect the final comparison
of G with P. As an extreme example, should the treatment of Period I cure the erectile
dysfunction, then Period II treatment becomes inappropriate and the crossover design
cannot be completed. At the analysis stage, a check on whether or not there is a Period
effect can be made. This is done by comparing the mean of all the observations made in
Period I (half made on G and half on P) with the same mean for Period II (half made on
P and half on G). It is important to ensure that the between-treatment comparison (G v
P) within the patient remains unaffected by anything other than the change in treatment
itself and random variation.

Although verification at the analysis stage is always important, the design team
should try to ensure that ‘carry-over’ is unlikely to be a problem in the proposed trial.
Thus they should ensure a suitable washout period. If this period is too short, then
carry-over is a distinct possibility; if it is too long, then the trial duration is clearly
extended unnecessarily. For a drug the choice of washout interval will entail knowledge
of its pharmacokinetics. In a drug trial of two active compounds, one could either have
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a period in which neither compound is given, which, of course would be apparent to the
subject, or a period in which a placebo treatment is given. In this latter case, the subject
may be blind to the start of washout and the start of Period II. In non-blind situations,
one may not wish to take measurements during the washout. For any intervention, one
should have some idea of how long it will take for the outcome measure to return to its
baseline values. Crossover trials can be tricky to design in cases where the non-active
control is a placebo. Clearly one would not expect any carry-over effect from this
treatment. However, one should still have a washout period, even when this is given as
the initial treatment of the sequence, in order to mimic the washout design when the
active treatment is the first.

Drop-out is a major problem in crossover trials, because they require considerable
cooperation from the subjects. A subject who misses the second period effectively
nullifies their contribution in the first period. One way of reducing drop-out rates is to
ensure the trial is as short as possible and so a balance has to be struck between this and
extending the washout to ensure that Period II is free of carry-over. This also requires
some knowledge of how quickly the treatments under test will affect the outcome
measures as this will determine the length of each period.

The characteristics of this design, for example, the run-in and the washout periods,
imply that only certain types of patients for whom active treatment can be withheld in
this way are suitable for recruitment. These include chronic diseases that are relatively
stable such as arthritis or asthma. In essence the associated therapies may be for
symptom relief, so that when they are removed the symptoms return to baseline.
Similarly the design can be used to compare medications for migraine, although in this
situation the time between Period I and Period II may have to vary according to the
frequency of attacks in the individual patient.

THREE OR MORE PERIODS AND/OR
TREATMENTS

With some treatments there is a real possibility that one treatment will work differently
when taken as a first-line treatment (Period I), compared to when being taken as a
second-line (Period II) treatment. This change in efficacy is termed a ‘treatment-by-
period’ interaction. With a two-period–two-treatment crossover trial this interaction is
confounded with any carry-over effect, and so cannot be estimated separately from it.
As discussed by Senn (2002), one solution is to extend the trial to three periods, using
the treatment sequences AAB and BBA, so that one can estimate the carry-over for A
twice (A into A, then A into B) in one sequence and B twice in the other. However, this
makes strong assumptions about the size of the carry-over, in that it only extends into
the next period and not beyond. In this design it is possible to test for carry-over and if
it is found, then there is a problem with the interpretation. As we have indicated, it is
important to understand the pharmacokinetics of the treatments involved and thereby
ensure a design with no carry-over.

If there are three or more treatments to compare, then it is required to extend the
numbers of periods also. Use can be made of the Latin squares of Table T4 to generate
the alternative sequences.
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Trial Size

For the paired design of a crossover trial one has to specify an anticipated effect size so,
if the variable being measured is continuous and can be assumed to have a Normal
distribution, we define this in the familiar form of D¼d/sWithin. Here d remains the
anticipated difference in mean outcomes when the patients receive options A and B.
However, because the design is paired, the SD rather than representing variation
between-patients (more fully denoted sBetween) is now the within-patient SD, sWithin.

Example – crossover trial size – red ginseng and erectile dysfunction

The results given by Hong, Ji, Hong et al. (2002) allow one to back-calculate
the within-subject SD of the differences between placebo and red ginseng with
respect to the score for orgasmic function. This turned out to be sWithin&3
units. Suppose we wished to replicate this trial and choose orgasmic function
as the endpoint of interest. Further it was also thought that the observed
difference in this trial of d¼5.6174.92¼0.69 score units would be a clinically
important benefit if it could be reliably established. As a consequence we set
dPlan¼0.69, sPlan¼3, giving a standardised effect size of DPlan¼dPlan/
sPlan¼0.69/3&0.25. For test size a¼0.05 and power 17b¼0.8, equation
(5.2) leads to NUnits¼128. That is, 128 men would be randomised, 64 to the
sequence GP and 64 to PG.

Design features of crossover trials

Patients act as their own controls

Can be more efficient than a parallel group design – the within-patient SD is often
less than the between-patient SD

Careful choice of suitable patients

Assumes symptoms return to pre-treatment values when treatment stops

Only suitable for chronic conditions such as arthritis or asthma, where treatment is
palliative, not curative

Consider the length of the run-in period

Consider the length of the treatment period. This should be sufficiently long that
treatment has had a chance to work, but not so long as to extend the trial duration
too much

Consider the length of the washout period. This should be sufficient for the effect of
treatment in the first period to wear off

Consider the extent of blinding

Randomisation is between sequences, not treatments
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The within-subject SD quantifies the anticipated variation among measurements on
the same individual, irrespective of the treatment received. It is a compound of true
variation in the individual and any measurement error. The between-subject SD
quantifies the anticipated variation between subjects.

One pragmatic way to obtain the within-subject SD for planning purposes is to
postulate the range of values the difference within the units is likely to take, and divide
this range by four. Alternatively, if an anticipated value of the between-subject SD,
sBetween, is available, then it is known that the within-subject SD is given by
sWithin ¼ sBetween �

ffiffiffiffiffiffiffiffiffiffiffi
1� r

p
, where r is the autocorrelation coefficient between the

values of the outcome measure on two occasions. Experience suggests that these
correlations are often between 0.60 and 0.75.

The number of patients required for the crossover design is estimated by equation
(5.2) but in this situation, l¼1 is the only possible value as the ‘unit’, or the ‘pair’, is the
patient observed on two occasions, once when receiving A and once when receiving B.

9.3 PARALLEL GROUPS

TWO GROUPS

The most common design for a Phase III trial is a simple two-group comparison. This
design will often compare a test therapy with a standard (or control) therapy. Most
often too, the patients will be assigned at random to the options on a 1:1 basis. If
randomisation is not possible, then a very clear justification for this is required.

Example – two-group parallel design – open versus laparoscopically assisted
colectomy

Tang, Eu, Tai et al. (2001) describe a randomised trial of the effect of open (O)
versus laparoscopically assisted (L) colectomy on systemic immunity in
patients with colorectal cancer. The basic structure of their trial is given in
Figure 9.2.

Figure 9.2 Randomised clinical trial of the effect of open versus laparoscopically
assisted colectomy on systemic immunity in patients with colorectal cancer
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Eligible patients were those with a clinical diagnosis of colorectal cancer
based on colonoscopy or barium enema following histological confirmation,
were at least 18 years of age, and were suitable for elective surgical resection by
left hemicolectomy, sigmoid colectomy, anterior or abdominoperineal
resection. In addition, there were several specific exclusion criteria.

A 1:1 randomised allocation was made through a central randomisation
office to L or O after eligibility had been confirmed and informed consent
obtained. Alternating randomised blocks of size b¼4 and 6 were used to
ensure treatment balance between the two arms after each 10 successive
patients. The precise details of this were not revealed to the clinical team until
after the trial was closed to patient entry.

In certain situations, there may be gain in recruiting a larger number of patients to
one group than the other. For example, there may be a restricted supply of the new or
test treatment, whereas the standard is more readily available. In this case, the number
of patients for which the test can be given is fixed (perhaps at a relatively small
number), but recruiting more than this number to the control group can increase the
statistical efficiency of the design.

Trial Size

If the variable being measured is continuous and can be assumed to have a Normal
distribution, then the number of subjects, m, for one group, when there are lm in the
other, of an independent (non-paired) two-group trial can be estimated by equation
(3.14). On the other hand, if the final endpoint is binary or a survival time, then
equation (3.15) or (3.20) respectively will be used.

Example – trial size – open versus laparoscopically assisted colectomy

For the trial of Figure 9.2, Tang, Eu, Tai et al. (2001) state: ‘It was anticipated
that the T-cell number in patients having open surgery would be reduced to
approximately 25 per cent of the baseline value. It was hoped that the
laparoscopic approach would result in the third post-operative day T-cell
counts being maintained at baseline levels or, at most, being reduced by 10 per
cent’.

On this basis, for a¼0.05, power 17b¼0.8, and anticipated difference in
mean percentage reduction of d¼0.15 (15%), assuming SD¼0.40 and l¼1,
equation (3.14) leads to m¼113 and so N¼2m¼226 or approximately 250
patients. Were the power set to 90% then a larger trial of N¼300 patients
would be required.

In fact the trial was designed as one component of an international
multicentre trial with a survival endpoint and the target of 200 patients was set
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from both a resource limitation point of view, and a prespecified width of the
95% CI for the secondary endpoint of reduction in T-cell counts between the
treatment groups. Thus Tang, Eu, Tai et al. (2001) state: ‘The difference in
percentage reduction of 15 per cent would have a 95 per cent confidence
interval (CI) of approximately 5 to 35 per cent based on a trial of 200 patients’.

Example – trial size – chronic heart failure

The CHARM-Added trial of McMurray, Östergren, Swedberg et al. (2003)
randomised patients with chronic heart failure (CHF) who were being treated
with ACE inhibitors to placebo or candesartan. The primary outcome was a
composite event of the first of: unplanned admission to hospital for the
management of worsening CHF or time to cardiovascular death. The authors
state: ‘The planned sample size of 2300 patients was designed to provide
around 80% power to detect a 16% relative reduction in the primary outcome,
assuming an annual placebo event rate of 18%’.

In the event 2548 patients were enrolled, 1272 to placebo and 1276 to
candesartan. However, the report of the trial was based on 538 and 483 events
respectively – far fewer than the number of patients randomised.

The above disparity is typical of trials with survival time endpoints, as the number to
recruit derived from equation (3.20) is effectively the number needed to recruit ‘in order
to observe the required number of events’. If we can anticipate the rate at which events
are likely to occur, then we can determine in advance the likely duration of the
recruitment period, and the subsequent follow-up period required.

MORE THAN TWO GROUPS

Although there are many examples of clinical trials conducted on three or more groups,
they do pose difficulties at the design stage in relation to trial size as more than one
hypothesis is often under test. The approach to trial design will depend on the types of
interventions involved and the precise comparisons intended.

Several Comparisons with Placebo

In certain situations there may be several potentially active treatments under
consideration each of which it would be desirable to test against a placebo. The
treatments considered may be entirely different formulations and one is merely trying to
determine which, if any, are active relative to placebo rather than to make a comparison
between them. In such cases a common minimum effect size to be demonstrated may be
set by the clinical team for all the comparisons. Any treatment that demonstrates this
minimum level would then be considered as ‘efficacious’ and perhaps then evaluated
further in subsequent trials.
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The conventional parallel group design would be to randomise these treatments and
placebo (g options) equally, perhaps in blocks of size, b¼g or 2g. However, Fleiss
(1986, pp. 95–96) has shown that in this situation it is statistically more efficient to have
a larger number of patients receiving placebo than each of the other interventions. This
is because every one of the g71 comparisons is made against placebo so that its effect
needs to be well established. The placebo group should have

p
(g71) patients for every

one patient of the other treatment options. For example, if g¼5, then
p
(g71)¼

p
4¼2, thus the recommended randomisation is 2:1:1:1:1 which can be

conducted in blocks of size b¼6 or 12. However, if g¼6 for example, then
p
6¼2.45

which is not an integer but with convenient rounding this leads to a randomisation ratio
of 2.5:1:1:1:1:1 or equivalently 5:2:2:2:2:2. The options can then be randomised in
blocks of size, b¼15 or 30.

Example – comparisons with placebo – prophylaxis following myocardial infarction

Wallentin, Wilcox, Weaver et al. (2003) include in a randomised trial placebo
and four doses of ximelagatran to test for its possible use for secondary
prophylaxis after myocardial infarction. In this case, the aim of the trial is to
establish the lowest dose which has sufficient activity of clinical relevance.
Patients were randomly allocated to placebo or 24, 36, 48 and 60mg twice daily
of ximelagatran for 6 months on a 2:1:1:1:1 basis. The authors give no indication
of the block size used in their trial.

Trial Size

If the variable being measured is continuous and can be assumed to have a Normal
distribution then the number of subjects m, for the non-placebo treatment groups can
be calculated by suitably modifying equation (3.14) by setting l¼

p
(g71) to give

m ¼

�
1þ

1ffiffiffiffiffiffiffiffiffiffiffi
g� 1

p

��
ðz1�a=2 þ z1�bÞ

2

D2
Plan

þ
z21�a=2

4

�
, g4 1. ð9.1Þ

This leads to a total trial size of N¼ (g71)6mþ
p
(g71)6m¼m[(g71)þ

p
(g71)]

patients.
If the endpoints are binary or are a survival time, then corresponding adjustments to

equations (3.15) or (3.20) would have to be made.

Example

Suppose g¼5, and the minimal standardised effect size of clinical interest has
been set at DPlan¼0.5, then with test size a¼0.05 and power, 17b¼0.8,
equation (9.1) gives m¼96. This implies

p
(571)696¼192 would receive

placebo. The total trial size of N¼ (571)696þ
p
4696¼576 or approxi-

mately 600 patients. This trial could then be conducted in r¼100 replicate
randomised blocks of size b¼6 patients or with r¼50 and b¼12.
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Dose Response

The example of comparing four doses of a single drug with placebo to determine which
doses provide a minimally important clinical difference can be recast into examining a
full dose-response situation. However, for Phase III trials there will be few occasions
when this will be required as the doses to be used will often have been determined in an
early phase of the development process.

Trial Size

If a sample size is required for a dose-response Phase III trial then, assuming the dose
response is linear on some scale and the endpoint of interest is a continuous measure,
equation (5.8) and the nomogram of Figure 5.2 can be utilised for this purpose.

However, sample-size calculations are often calculated from a rather pragmatic
standpoint as the following example illustrates.

Example – dose response – tamoxifen in inoperable hepatocellular carcinoma

Chow, Tai, Tan et al. (2002) describe a randomised double-blind trial of the
use of tamoxifen (TMX) in patients with inoperable hepatocellular carcinoma.
The doses of TMX compared were 0 (placebo), 60 and 120mg/d and patients
were randomised to these in a double-blind manner. The outcome variable was
the survival time as measured from the date of randomisation. The authors
state:

The trial was designed to compare placebo (P) with tamoxifen 120mg/d
(TMX120). To assess a possible dose response, an intermediate group of
tamoxifen 60mg/d (TMX60) was included and patients were randomized into
one of 3 groups (P, TMX60, TMX120) in a ratio of 2:1:2. It was assumed that the
6-month survival rate with P would be 40% and that the minimum clinical
important difference to detect with the TMX120 group was 20% greater than this
value. For a 2-sided test of 5% and a power of 80%, this gave approximately 200
patients. The 3-arm trial comparing P, TMX60, and TMX120 in the ratio 2:1:2
would test the possibility of a dose response with survival and would require 250
patients. This was increased to 300 (120, 60, and 120 patients respectively) to
account for a possible attrition rate.

Thus the authors gave no formal justification for the sample size for the TMX60
group but rather a pragmatic explanation. However, the intermediate dose in this
design gives the potential to test for departures from linearity at the analysis stage.

In fact this trial provides a cautionary tale for those designing studies. The results are
given in Figure 9.3 and were the opposite of what was anticipated! Thus at 6 months
survival with TMX120 was about 20% worse than with placebo. Additionally, the
evidence from the intermediate outcome with TMX60 suggested that the adverse
outcome was not merely due to tamoxifen having an adverse effect at high doses but a
possibly beneficial one at more moderate dose levels.
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In contrast to the CHARM-Added trial conducted by McMurray, Östergren,
Swedberg et al. (2003) in CHF, where 2300 patients were planned for in order to
observe 1000 cardiovascular events in a reasonable time frame, inoperable
hepatocellular carcinoma is usually fatal within a relatively short time. It was
anticipated that the majority of the patients recruited would have died (median survival
is only 3 months) at the time of analysis. This was indeed the case as 296 (91%) had
died of the 324 patients recruited. Remarkably only three patients (less than 1%) were
lost to clinical follow-up in this multinational trial.

Factorial Designs

The basic structure of factorial designs, and sample-size calculations, have been
described earlier and indicate that, for example, the 262 design allows two questions to
be posed simultaneously. The advantage is that the number of subjects thereby required
may be as little as half the number that would be required if the two questions had been
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dose tamoxifen in the treatment of inoperable hepatocellular carcinoma: an Asia-Pacific double-
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addressed in two entirely separate trials. The design may be particularly useful in
circumstances where, say, factor A addresses a major therapeutic question, while factor
B poses a more secondary one. For example, A might be the addition of a further drug
to an established combination chemotherapy for a cancer while B may the choice of
anti-emetic delivered with the drugs. However, the concern over the estimation of any
interaction between the two factors remains, although its very presence could not be
detected if the two questions were not posed simultaneously.

Example – 23 factorial design – prevention of falls in the elderly

Day, Fildes, Gordon et al. (2002) describe a 23 design in a trial of falls
prevention in the elderly. For this trial, one factor was concerned with
improving strength and balance (S), one with reducing home hazards (H) and
one with assisting vision (V). This led to the eight combinations (1), (s), (h), (v),
(sh), (hv), (vs) and (vhs). The endpoint was the time from randomisation to the
time to a participant’s first fall. Their results are summarised by factor in
Figure 9.4.

Figure 9.4 Kaplan–Meier plots showing the probability of remaining fall-free for each
of three interventions separately amongst older people living in their own homes (from
Day, Fildes, Gordon et al., 2002. Randomised factorial trial of falls prevention among
older people living in their own homes. British Medical Journal, 325, 128–131. [9])

The authors concluded that although all factors contributed to the reduction
in the risk of a fall, it was improving strength and balance, S, that was the most
potent intervention tested.
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Piantadosi (1997, p. 397) gives a list of some important trials that have used factorial
designs of one kind or another.

EQUIVALENCE AND NON-INFERIORITY
TRIALS

Equivalence

As we indicated in Chapter 3, in certain situations, a new therapy may bring certain
advantages over the current standard, possibly in a reduced side-effects profile, in easier
administration or in lower cost, but may not be anticipated to be better with respect to
the primary efficacy variable. For example, if the treatments to compare are for an
acute (but not serious) condition, then perhaps a cheaper but not so efficacious (within
quite wide limits) alternative to the standard may be acceptable. However, if the
condition is life-threatening then the limits of ‘equivalence’ would be narrow as any
advantages of the new approach must not be offset by an unacceptable increase in, say,
death rate.

In these circumstances, to design a trial, a level of ‘therapeutic equivalence’ should be
defined.

Non-inferiority

One special form of equivalence trial is that termed a ‘non-inferiority’ trial. Here we
only wish to be sure that one treatment is ‘not worse than’ or is ‘at least as good as’
another treatment; if it is better, that is fine (even though superiority would not be
required to bring it into common use). All we need is to get convincing evidence that the
new treatment is not worse than the standard. Thus in Figure 3.3 we would only set the
boundary 7e, but not þe, and would be quite concerned if the outcome of the trial
were reflected by one of the CIs: F, G or H.

These considerations lead us to consider a one-sided 100(17a)% CI for d as

½Difference� z1�a.SEðDifferenceÞ� to UL, ð9.2Þ

where z17a replaces z17a/2 of a two-sided CI, and the upper confidence limit, UL,
depends on the context but not on the data. For a comparison of two means in a non-
inferiority setting, UL¼?, while for proportions it would be UL¼+1. These
correspond to the largest possible difference that can occur between two outcomes. The
requirement for non-inferiority is that the lower limit of equation (9.2) falls wholly to
the right of 7e.

Example – adjuvant treatment of postmenopausal women with early breast
cancer

The ATAC Trialists’ Group (2002) conducted a three-group randomised trial
of anastrozole (arimidex) (a), tamoxifen (t) and the combination (at) in
postmenopausal women with early breast cancer. The trial was designed to test
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two hypotheses. One was that that the combination (at) was superior to
tamoxifen alone (t) and the second that anastrozole (a) was either non-inferior
or superior to tamoxifen alone (t). This latter comparison comprises the
‘equivalence’ component to the trial.

The trial report quotes:

‘Disease-free survival at 3 years was 89.4% on anastrozole and 87.4% on
tamoxifen (hazard ratio 0.83 [95% CI 0.71–0.96] p¼0.8)’. Thus with a better
disease-free survival (DFS) at 3 years there was no evidence of inferiority with
anastrozole as compared to tamoxifen. One can be confident of non-inferiority
but this does not imply a conclusion of superiority even though the 3-year DFS
rate is higher by 2.0%.

Jones, Jarvis, Lewis and Ebbutt (1996) suggest that a per protocol as well as an ITT
analysis should be conducted in any equivalence trial, and a one-sided CI used in the
situation when non-inferiority is to be established. Neither of these approaches appears
to have been adopted by the authors.

Practicalities

As explained by Simon (2000), trials to show that two (or more) treatments are
‘equivalent’ to each other pose special problems in design, management and analysis.
‘Proving the null hypothesis’ in a significance-testing scenario is never possible. The
strict interpretation when a statistically significant difference has not been found is that
‘there is insufficient evidence to demonstrate a difference’. Small trials typically fail to
detect differences between treatment groups, but this is not necessarily because no
actual difference exists. Indeed it is unlikely that two different treatments will ever exert
truly identical effects.

Although analysis and interpretation can be quite straightforward, the design and
management of equivalence trials is often much more complex. In general, careless or
inaccurate measurement, poor follow-up of patients, poor compliance with study
procedures and medication all tend to bias results towards no difference between
treatment groups. This implies that an ITT analysis is not likely to be appropriate since
we are trying to offer evidence of equivalence; poor study design and logistical
procedures may therefore actually help to hide treatment differences. In general,
therefore, the quality of equivalence trials needs especially high compliance of the
patients with respect to the treatment protocol.

Trial Size

Continuous Outcome

For a two-sided CI approach, the sample size per group required to demonstrate the
equivalence of two means in a 1:1 randomised design based on an anticipated common
mean, m, with SD, s, and level of equivalence set as +e, is given by equation (3.22)
which we repeat here for convenience. Thus
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mEquivalence ¼
2ðz1�a þ z1�b=2Þ

2

D2
, ð9.3Þ

where D¼e/s is the relevant effect size.
For a non-inferiority trial, since a one-sided CI is appropriate for analysis, b/2 is

replaced by b in the above equation.

Example – home or institutional care in the elderly

Regidor, Barrio, de la Feunte et al. (1999) anticipated that elderly patients
following a period in hospital are likely to have a mean social functioning (SF)
of about 65, with SD&25, if assessed by the SF-36 health questionnaire.
Suppose that such patients, with no potential family support, can either be
discharged to their own home with additional home-help provided, or to
institutional care. Home-care is considered the best option, and there is
concern that HRQoL may be compromised in those referred for institutional
care.

If the clinical team regard the two approaches to be essentially equivalent if
SF-36 in the institutional care group is no more than five points below those
who are discharged home, what size of non-inferiority trial is needed?

The non-inferiority value is set at e¼5, with sPlan¼25 and gives DPlan¼

5/25¼0.2 and we use equation (9.3), but with b replaced by b/2. Thus we
have from Table T1 for a¼0.1, z17a¼z0.9¼1.2816 and b¼0.2, z17b/2¼

z0.9¼1.2816 also. These imply

mNon-inferiority ¼
2ð1:2816þ 1:2816Þ2

0:22
&330

giving a total of approximately NNon-inferiority¼26330¼660. To allow for
drop-outs perhaps we would recruit approximately 700 in all. In the trial,
elderly patients would then be randomised, half to be discharged home with
additional support, and half to institutional care.

Binary Outcome

The total sample size required for a trial to test for equivalence of proportions from
two groups of equal size and anticipated to have the same proportion of responses,
p, is

NEquivalence ¼
4pð1� pÞðz1�a þ z1�b=2Þ

2

e2
. ð9.4Þ

Once again for a non-inferiority trial b/2 is replaced by b in the above equation.
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Design features of equivalence trials

Decide on whether equivalence or non-inferiority is required

Decide the limits for equivalence or non-inferiority

Ensure very careful attention to detail in trial conduct especially patient compliance

Plan for a per protocol analysis

9.4 CLUSTER TRIALS

In certain situations, the method of delivery of the intervention prevents it being given
on an individual subject basis; it can only be delivered to blocks or clusters of
individuals. For example, if a public health campaign conducted via the local media is
to be tested, it may be possible to randomise locations to either receive or not the
planned campaign. It would not be possible, however, to randomise individuals to
receive or not the subsequent public health intervention.

A further situation where cluster designs are useful is where there is a possibility of
‘contamination’ in the delivery of the intervention itself. For example, in a trial to
investigate if training in ‘patient-centred’ consultation procedures is useful, half the
primary care physicians participating might receive the ‘training’, T, whereas the other
half would not. Instead they would rely on their standard practice, S. Clearly, if instead
patients were randomised to receive either S or T consultations from their own doctor
all doctors would have to be trained. It would then be very difficult for the doctor to
switch ‘on and off’ between patients, as the randomisation would demand, and so
contamination would occur. Any differences in the effect of the two interventions
would then become diluted. Thus a cluster design, where the doctor provides only one
of T or S, ensures that the trial is free of this contamination.

Example – cluster design – treatment of menorrhagia

Fender, Prentice, Gorst et al. (1999) use a cross-sectional design in the Anglia
Menorrhagia Education Study (AMES) trial in which 348 doctors from 100
practices in primary care were recruited and 54 randomised to intervention, 46
to control. The intervention, an educational package describing the
appropriate treatment of menorrhagia, was designed with the objective to
reduce the number of referrals to hospital. The package was given to small
practice-based groups. In the year post randomisation, the number of patients
referred by the intervention group was 20% compared to 29% in the control
group suggesting the desired effect of the package.
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In these trials, observations made on the individual subjects are used to assess the
effectiveness of an intervention although the intervention itself is aimed at health care
professionals. Here the interventions only indirectly affect the patients.

INTRA-CLASS CORRELATION

Despite the lack of individualised randomisation, and the receipt of a more group-based
intervention, the assessment of the effect is made at the individual subject level. As a
consequence of the clustering, an important feature of cluster-randomised trials is that
variables measured on the patients within a cluster are not completely independent.
Thus patients treated by one health care professional tend to be more similar amongst
themselves than those treated by a different health care professional. So, if we know
which doctor is treating a patient, we can predict, by reference to experience with other
patients, slightly better than by chance, the outcome for the patient concerned.
Consequently the patient outcomes for one doctor are positively correlated and so are
not completely independent of each other. Due note of the magnitude of this
correlation is required in the design process.

The strength of the dependence amongst observations made within a particular
cluster is measured by the intra-cluster correlation (ICC) which we define in Section 9.5.

Example – ICC – primary care practices in England

Campbell (2000) quotes the ICCs from the Health Check Study in which nine
primary care practices were chosen in the north and nine in the south of
England. The values of the within-region ICC given in Table 9.1 are small,
although somewhat increased when adjusted for smoking levels in the
practices, suggesting that patients of the clusters are relatively homogeneous.
However, once calculated across all 18 practices in the two regions, the ICC is
more than doubled.

In general, the more heterogeneity there is between the clusters, the greater the ICC
as this inflates the between clusters SD, sBetween (see equation T9.2) leading to the higher
value.
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Table 9.1 Intra-class correlations (ICC) calculated from primary care practices in the north and
in the south of England (after Campbell, 2000; reproduced by permission of Hodder Arnold)

England

Adjusted for smoking levels North South All

Number of clusters 9 9 18

No 0.004 0.008 0.021
Yes 0.008 0.025 0.011



Ukoumunne, Gulliford, Chinn et al. (1999) have shown that a common value of an
ICC is around 0.05 although this value is somewhat larger than those of Table 9.1. One
method of reducing the effect of between cluster variation is to have a design with pair-
matched clusters chosen on the basis of their characteristics before randomisation. In
the above example, that may involve pairing each primary care practice from an urban
setting with another from a similar setting, and each rural practice with another.

In general, cluster trials will compare g¼2 or more interventions and will involve c
clusters, a fraction of which, often 1/g, will receive one of the interventions, each cluster
comprising k subjects. Design options include the choice of c and k, both of which may
include non-statistical considerations in their choice, perhaps determined by the
number of clusters willing to participate, and the practical limitations for the number of
subjects recruited per cluster.

RANDOMISATION

In carrying out randomisation, the clusters are decided in advance and then randomised
before the intervention is applied. However, the subjects from these clusters who are
eventually involved may be patients, for example, incident cases of diabetes or
depression who are not themselves identified at the time of randomisation. Thus one
cannot rely on randomisation to balance, in the alternative intervention groups, the
known and unknown factors associated with prognosis as one would if the patients had
been individually randomised to the intervention options. Thus the purpose of
randomisation in cluster trials is to try and balance confounding factors associated with
the cluster. Since the number of clusters is inevitably limited, the scope for
randomisation to achieve balance is also limited. Of course as the number of clusters
increases we would expect cluster unit characteristics, on average, to balance, and so
patient characteristics should also balance as a consequence. Thompson, Pyke and
Hardy (1997) used a pair-matched design for the Family Heart Study in which primary
care practices were matched, before randomisation, to improve balance of prognostic
factors.

PRACTICAL ISSUES

Optimising Delivery

Many cluster design trials involve behaviour change amongst patients, which can be
very difficult to achieve. Unfortunately, the educational packages used in such trials
often lack modern psychological insight into facilitating change. Indeed many
education-type trials in primary care go straight into Phase III with a package that is
not extensively tested beforehand to try and optimise its delivery. This contrasts with
conventional pharmaceutical trials that go through a number of early phases; only after
extensive testing does a company embark on Phase III trial to make a direct
comparison with current practice. Advice on the design of trials to evaluate complex
interventions has been given by the Medical Research Council (2002).
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Baseline Data

Although baseline measures are usually to be recommended, in intervention trials it is
likely that measuring or assessing people at baseline may change their future response
as the act of measuring at baseline may prime subjects to be more receptive of the
intervention that follows. In this way, the baseline measurement becomes part of the
intervention package. If, after the trial is completed and the intervention is shown to be
effective, it is then used omitting the baseline measurements as would be the usual case,
it may become less effective than had been anticipated. Thus in planning studies, the
improvement in efficiency gained by baseline variables should be weighed against the
associated increased cost and their potential effect on the interventions planned.

Motivation

If a training intervention is planned which affects the health care professionals, there
can be severe problems in recruiting and maintaining enthusiasm amongst the control
groups. After all, they are health care professionals who were recruited because of their
interest in the particular disease or condition and in obtaining training. Therefore if
they are then told, following randomisation, that they are not to get the intervention,
they may either seek training elsewhere and/or drop out from participation in the trial.
In these circumstances, a useful stratagem is to offer the intervention to the control
group once the trial itself is complete. Thus Thompson, Kinmonth, Stevens et al.
(2000), as part of the Hampshire Depression Project, offered training to the general
practitioners allocated the control arm but one year later than in those of the
intervention arm. In this case, it was felt that a one-year trial would be sufficient time to
measure the intervention effect.

Cluster Size

For practical reasons, a cluster-randomised trial will often have a preset duration and
so the numbers of subjects per cluster cannot be fixed in advance. Consequently there
can be considerable differences in the number of subjects recruited per cluster. This
leads to problems at the analysis stage. If the condition under study is relatively rare,
and some clusters are small, there is a real possibility that in some clusters no patients
will be recruited. This possibility needs to be considered at the design stage, since it can
adversely affect the ability of the trial to detect differences between the interventions
involved.

Trial Size

With cluster trials there are two further sample-size issues. One is how many clusters
should be involved and the other is, for each cluster, how many patients should be
recruited. The sample-size calculation process begins by assuming the trial is to be an
individually randomised trial for a given effect size, significance level and power. Thus,
depending on the type of endpoint, continuous, binary or survival, the number of
subjects required per intervention group, mIndividual, is obtained from equations (3.14),
(3.15) or (3.20).
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However, the sample size, mIndividual, is then inflated to give that appropriate for the
cluster design. The inflation required to the individual-based sample-size calculation is
termed the design effect (DE). This is given by

DE ¼ 1þ ðk� 1ÞrCluster , ð9.5Þ

where k is the anticipated number of subjects per cluster and rCluster the ICC.
From this the total number of patients required in each intervention group,

comprising c clusters of size k subjects, of the trial is

mCluster ¼ mIndividual �DE ð9.6Þ

If for a g-group trial, the total number of clusters, c, is fixed, Campbell (2000) shows
that the number of patients per cluster, k, for a cluster-randomised trial with
ICC¼rCluster is given by

k ¼
mIndividualð1� rClusterÞ

ðc=gÞ �mIndividualrCluster

. ð9.7Þ

The number of patients per cluster increases rapidly as mIndividualrCluster approaches c/g,
although Donner and Klar (2000) noted that it is seldom worth having more than about
k¼60 individuals per cluster.

Example – trial size – cholesterol levels

The Family Heart Study Group (1994) give the intra-primary care practice
correlation for serum cholesterol as about 0.02. Suppose an investigator wishes
to design a cluster-randomised trial involving 50 practices and wishes to detect
a relatively modest reduction in mean serum cholesterol equivalent to a
standardised effect size of 0.3 by an intervention based on an educational
package.

Assuming a two-sided test size a¼0.05 and power 17b¼0.8, then equation
(3.12) gives mIndividual¼176. Assuming a 1:1 randomisation of ‘intervention’ or
‘no intervention’ to practices, then with c/g¼50/2¼25 practices involved per
group and rCluster¼0.02,

k ¼
176ð1� 0:02Þ

½25� ð0:02� 176Þ�
¼ 8.02

or eight subjects per practice. This compares with mIndividual/25¼176/25¼7.04
or seven subjects. Thus the number of subjects involved with the cluster-
randomised design will be NCluster¼c6k¼5068¼400, compared to the
somewhat fewer NIndividual¼5067¼350.

In reality, it might be that k¼8 is the planned average number of subjects
per cluster. If there is likely to be considerable variation around this figure,
then the sample size may need to be adjusted upwards to account for this
heterogeneity. A cautious approach may then recommend this is further
increased by 10% to give an average of nine subjects per practice.
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Design features of cluster trials

Randomise clusters, not individual patients

Need to choose the number of clusters as well as number of patients per cluster

Consider the potential variation in the number of subjects per cluster that may be
recruited

Often all clusters are available at the start of the trial and randomisation is carried
out only once

Stratifying by cluster size is important

Interventions are often complex, and should be thoroughly developed before the trial
starts

9.5 TECHNICAL DETAIL

INTRA-CLASS CORRELATION

In the model for a cluster design comparing two interventions, equation (1.1) has to be
modified in several ways to take note of the different clusters involved. The model for a
subject in cluster i is

yi ¼ b0 þ b1tþ ai þ e. ðT9.1Þ

The coefficients b0 and b1 have the same interpretation as in equation (1.1) and t¼0 for
one intervention, and t¼1 for the other. In addition, ai is the effect for cluster i and is
assumed random with the between-clusters SD of sBetween. This is similar to the situation
described in discussing compound symmetry in equation (T5.1). The error term e is
assumed to be random with mean 0, but with a within-clusters SD, sWithin.

The strength of the dependence amongst observations made within a particular
cluster is measured by the intra-cluster correlation (ICC). This is given by

rCluster ¼
s2
Between

s2
Within þ s2

Between

. ðT9.2Þ

This equation has similar form to that of equation (T5.2). In general as sBetween
increases rCluster increases.
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