
3 Principles of Study Size
Calculation

Summary

A good design is one that will answer the question posed with the minimum number of
subjects possible. This chapter outlines, in general terms, the basic components required
for sample size calculations. For single group studies sample size estimation is
determined through the desired width of the corresponding confidence interval. For
comparative studies the approach to sample size calculation, requires the concepts of
the null and alternative hypotheses, significance level, power and, for the majority, the
anticipated difference between groups or effect size. We stress the importance of
providing a realistic estimate of the latter at the design stage. In certain circumstances,
the effect size is replaced by a measure of equivalence which, if the difference between
groups is less than this in magnitude, it would imply that the two groups were
effectively equivalent in a predefined way. Formulae for calculating sample sizes in
many situations are provided.

3.1 INTRODUCTION

A well-designed study will have formally estimated the required sample size before the
study commences. Awareness of the importance of this has led to increasing numbers of
medical journals demanding that full justification of the sample size chosen is provided
with reports of studies. The British Medical Journal, the Journal of the American
Medical Association and numerous other journals, issue checklists for authors of
papers, in which there is a question relating to sample size justification. For example,
the statistical guidelines for the British Medical Journal included in Altman, Gore,
Gardner and Pocock (2000) state that: ‘Authors should include information on . . . the
number of subjects studied and why that number of subjects was used’. The parallel
checklist for referees given by Gardner, Machin, Campbell and Altman (2000) asks: ‘Is
a pre-study calculation of required sample size reported?’.

Investigators, grant-awarding bodies and biotechnology companies all wish to know
how much a study is likely to cost them. They would also like to be reassured that their
money is well spent, by assessing the likelihood that the study will give unequivocal
results. In addition, the regulatory authorities, including the Food and Drug
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Administration (FDA, 1988; Temple, 2000) in the USA and the Committee for
Proprietary Medicinal Products (CPMP, 1995) in the European Union require
information on planned study size. To this end many pharmaceutical and related
biomedical companies provide guidelines for good clinical practice (GCP) in the
conduct of their clinical trials, and these generally specify that a sample size calculation
is necessary.

Providing a sample size is not simply a matter of identifying a single number from
a set of tables but a process with several stages. At the preliminary stage, what is
required are ‘ball-park’ figures that enable the investigator to judge whether or not to
start the detailed planning of the study. If a decision is made to proceed, then a
subsequent stage is to refine the calculations for the formal study protocol itself. For
example, when a clinical trial is designed, a realistic assessment of the potential
superiority (the anticipated benefit or effect size) of the proposed test therapy must
be made before any further planning. The same realism applies if the purpose is to
assess equivalence of the treatments under consideration. The history of clinical trials
research suggests that, in certain circumstances, rather ambitious or over-optimistic
views of potential benefit have been claimed at the design stage. This has led to the
conduct of trials of insufficient size to answer the underlying questions posed
reliably.

If too few subjects are involved, the trial may be a waste of time because realistic
medical improvements are unlikely to be distinguished from chance variation. A small
trial with no chance of detecting a clinically meaningful difference between treatments is
unfair to all the subjects put to the risk and discomfort of the clinical trial. Too many
subjects is a waste of resource and may be unfair as a larger than necessary number of
subjects receive the inferior treatment if one treatment could have been shown to be
more effective with fewer patients. Many of these issues have been discussed by Fayers
and Machin (1995), in the context of clinical trials in cancer, and by CPMP (1995) and
Julious (2004) for trials in general.

Parallel arguments apply to laboratory, preclinical and epidemiological studies. Thus
Diletti, Hauschke and Steinijans (1991) detail sample size calculations for
pharmacokinetic studies while Wickramaratne (1995) addresses many practical
situations in epidemiology.

Computer software to assist in sample size calculations is provided by Machin,
Campbell, Fayers and Pinol (1997) and Elashoff (2000).

Many medical statisticians, see for example Altman, Machin, Bryant and Gardner
(2000), have suggested that there is an overemphasis on tests of hypotheses in the
reporting of the results of many clinical studies. They argue that, wherever possible,
confidence intervals (CIs) for the main outcome measures should be quoted. On its
own, a p-value obtained from a significance test of the null hypothesis gives the
reader little information if they wish to make use of the published results of a
particular study. In contrast, an estimate of the effect, together with the
corresponding CI, enables him or her to better judge the likely true difference
between groups. Nevertheless, for the planning stages of a clinical trial, and equally
for many types of studies, discussion is often more easily conducted in terms of
testing hypotheses.

To estimate the number of subjects required for a study, we have to identify a single
major outcome that is regarded as the primary endpoint for measuring efficacy.
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3.2 THE NORMAL DISTRIBUTION

The Normal distribution plays a central role in statistical theory and frequency
distributions resembling the Normal distribution form are often observed in practice. Of
particular importance is the standardised Normal distribution, which is the Normal
distribution that has a mean equal to 0 and a standard deviation (SD) equal to 1. The
probability density function of such a Normally distributed random variable z is given by

fðzÞ ¼
1ffiffiffiffiffiffi
2p

p expð�z2=2Þ. ð3.1Þ

The curve described by equation (3.1) is shown in Figure 3.1. For sample size purposes
we shall need to calculate the area under some part of this Normal curve. To do this,
use is made of the symmetrical nature of the distribution about the mean of 0, and the
fact that the total area under a probability density function is unity.

Any shaded area, like that in Figure 3.1, which has area g (here g50.5), has a
corresponding value of zg along the horizontal axis that can be calculated. For areas
with g50.5 we can use the symmetry of the distribution to calculate, in this case, the
values for the unshaded area. For example if g¼0.5, then one can see from Figure 3.1
that zg¼z0.5¼0. It is also useful to be able to find the value of g for a given value of zg.
For example, if zg¼1.9600 it turns out that g¼0.975. In this case, the shaded area of
Figure 3.1 is then 0.975 and the unshaded area is 170.975¼0.025.

For many practical purposes, it is the area in the tail, 17g, that is needed. We denote
this by a in Table T1 which gives the value of z for differing values of a. Thus for one-
sided a¼0.025 we have z¼1.9600. As a consequence of the symmetry of Figure 3.1, if
z¼71.9600 then a¼0.025 is also in the lower tail of the distribution. Hence z¼1.9600
corresponds to two-sided a¼0.05.

3.3 CONFIDENCE INTERVAL APPROACH

When studies involve a single group only, sample size calculations are couched in CI
terms. That is, for the given study endpoint, for example, the mean systolic blood pressure
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Figure 3.1 The probability density function of a standardised Normal distribution



(SBP), the proportion hypotensive, or the median duration of fever, calculated from the
subjects in a case-series it is usual also to quote the corresponding CI. When planning a
case-series it would therefore be appropriate to specify o, the width of the resulting CI
desired. This width will depend on the variability from subject to subject (which we cannot
control) and the number of subjects in the case-series (which we can often control).

ESTIMATING A MEAN

We first assume that the object of the study is to estimate a population mean m, and this is
thought to be close to mPlan. Further if the data can be assumed to follow a Normal
distribution with SD, s. Here s is the population SD which summarises the subject-to-
subject variation, and we anticipate its value by sPlan. Then provided we choose a relatively
large sample size N, the 100(17a)% CI for the population mean m is likely to be close to

mPlan � z1�a=2

ffiffiffiffiffiffiffiffiffi
s2
Plan

N

r
to mPlan þ z1�a=2

ffiffiffiffiffiffiffiffiffi
s2
Plan

N

r
. ð3.2Þ

The planned width, oPlan, of this CI is obtained from the difference between the upper
and lower limits of equation (3.2) as

oPlan ¼ 2� z1�a=2 �

ffiffiffiffiffiffiffiffiffi
s2
Plan

N

r
. ð3.3Þ

Thus for a given planning value, oPlan, the number of subjects N required is obtained by
reorganising equation (3.3) to give the required study size as

N ¼ 4

�
s2
Plan

o2
Plan

�
z21�a=2. ð3.4Þ

In practice to calculate NPlan, a value of sPlan as well as oPlan has to be provided or a
value for their ratio, DPlan¼oPlan/sPlan. The actual value of mPlan does not feature in this
calculation. Once the study is completed, the sample mean �xx replaces mPlan and the
sample standard deviation, s, replaces sPlan in the calculation of the CI of equation (3.2).

Example – estimating a mean – latency of the auditory P300 in schizophrenia

Weir, Fiaschi and Machin (1998) give the mean latency of the auditory P300
measured in 19 right-handed patients with schizophrenia as �xx¼346ms with
SD, s¼27ms. Using equation (3.2), with �xx and s in place of mPlan and sPlan
respectively, then with a¼0.05 and from Table T1, z0.975¼1.9600, the
corresponding 95% CI is from 334 to 358ms. This 95% CI has width
o¼3587334¼24ms.

If the study were to be repeated but in (say) left-handed patients, how many
would be required to obtain a narrower CI set at a width of 20ms? In this case,
oPlan¼20ms and assuming the same SD of 27ms, DPlan¼oPlan/sPlan¼
20/27¼0.74 and so equation (3.4) gives N¼46(1.9600)2/(0.74)2¼28.1 or
approximately 30 left-handed patients should be studied.
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ESTIMATING A PROPORTION

In a similar way, an appropriate sample size for a prevalence study can be derived using
a CI approach. However, if a prevalence, p, rather than a mean, m, is to be estimated,
then s2 in equation (3.2) is replaced by p(17p). Thus an approximate 100(17a)% CI
for p is

pPlan � z1�a=2

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
pPlanð1� pPlanÞ

N

r
to pPlan þ z1�a=2

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
pPlanð1� pPlanÞ

N

r
. ð3.5Þ

Thus, similar to equation (3.4), the approximate study size required to estimate a
prevalence expected to be close to pPlan with width oPlan is

N ¼ 4

�
pPlanð1� pPlanÞ

o2
Plan

�
z21�a=2. ð3.6Þ

In practice to calculate N, a value of pPlan as well as oPlan has to be provided for this
equation. Once the study is completed, the sample proportion p replaces pPlan in the
calculation of the CI of equation (3.5).

Example – estimating a prevalence – glaucoma in Chinese Singaporeans

As part of a larger study of the prevalence of glaucoma in Singapore, Foster,
Oen, Machin et al. (2000) identified 222 men aged 70–81 years for
examination. However, of these only 142 (64%) were ultimately eligible for
the study and therefore examined. From these men 15 (10.6%) were found to
have glaucoma. If this study were to be repeated how many men should be
examined to estimate the prevalence of glaucoma with a 95% CI of width
10%?

Here the design sets oPlan¼0.1 for an anticipated value of pPlan&0.1.
Equation (3.6) with a¼0.05, gives

N ¼ 4�

�
0.1� ð1� 0.1Þ

0.12

�
� 1:96002 ¼ 138.3 or 139 men.

If the anticipated prevalence is very low (less than 0.2) or high (greater than 0.8), then
more exact methods described by Newcombe and Altman (2000) replace equation (3.5)
for the CI – the reason being that as we get closer to the extremes of 0 or 1 then the
exact CI gets less and less symmetric on either side of pPlan and one consequence is that
equation (3.6) can no longer be used to estimate study size as it assumes that half of the
entire width of the CI is below pPlan and half above. The sample sizes given in Table T2
utilise the methods for calculating CIs recommended by Newcombe and Altman (2000)
for such situations.

For the example just discussed, the sample size suggested by Table T2, for pPlan¼0.1
and oPlan¼0.1 is N¼141 men, which is very close to the 139 given previously because
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the CIs calculated from the approximation and by the exact method are very similar.
However if they are not similar, for example, when pPlan¼0.02 then if we specify
oPlan¼0.1, this causes some difficulty as this width for the CI can no longer be divided
equally above and below pPlan. In such a situation, equation (3.5), and hence (3.6),
should not be used and sample sizes should be obtained from Table T2. Thus for
pPlan¼0.02 and oPlan¼0.1 Table T2 gives N¼52 subjects.

As sample size calculations are only guides, since they rely on the planning values
stipulated which may or may not be close to those ultimately observed, then a study of
55 (or perhaps 60) subjects would be contemplated in this situation.

3.4 STATISTICAL TESTS

SIGNIFICANCE TESTS AND SAMPLE SIZE

In a clinical study we might wish to compare two or more groups with respect to a
particular outcome measure. However, subjects, whether healthy volunteers or patients,
vary both in their basic characteristics and (if appropriate) in their response to any
intervention involved in a study. Thus, following completion of a study, an apparent
difference between groups may be observed, but this may be one that is entirely due to
the play of chance. In this case, such differences do not indicate real differences between
the groups being compared.

As a consequence of the play of chance, it is customary to use a ‘significance test’ to
assess the weight of evidence for a real difference beween groups. To do this, the
probability that the observed difference could in fact have arisen purely by chance is
calculated. The results of the significance test will be expressed by this ‘p-value’. For
example, a p-value 40.05 would indicate that so extreme (or greater) an observed
difference could only be expected to have arisen by chance alone 5% of the time or less.
In consequence, therefore, it is quite likely that a real difference between groups is
present. On the other hand the two-group comparative study may result in a p-value
40.05 and be declared ‘not statistically significant’. However, such a statement only
indicates that there was insufficient weight of evidence to be able to declare that ‘the
observed difference between groups has not arisen by chance alone’. It does not imply
that there is necessarily ‘no (true) difference between the groups’.

However if the sample size were too small the study would be very unlikely to obtain
a significant p-value even when a clinically relevant difference is truly present. Also, if
only a few subjects were included in the study then, even if there is ‘statistical
significance’ indicating a real difference between groups, the results are likely to be less
convincing than if a much larger number of subjects had been assessed. Thus, the
weight of evidence in favour of concluding that there is a clinically important effect will
be much less in a small study than in a large one. In these circumstances, we might say
that the sample size is too small for the purposes in mind.

The ‘power’ of a significance test is the probability that a test will produce a
statistically significant result, given that a true difference between groups of a certain
magnitude exists. It is of crucial importance to consider sample size and power when
interpreting statements about ‘non-significant’ results. In particular, if the power of the
study was very low in the first place, all one can conclude from a non-significant result
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is that the question of the presence or absence of differences between groups remains
unresolved.

NULL AND ALTERNATIVE HYPOTHESES

To motivate the statistical issues relevant to sample-size calculations, we will assume
that we are planning a two-group study in which subjects are allocated at random to the
alternative groups and that a single endpoint has been specified in advance.

Example – difference in means – gastric emptying times

Lobo, Bostock, Neal et al. (2002) describe a randomised trial in which 21
patients with colonic cancer received post-operative intravenous fluids either in
accordance with current hospital practice (standard treatment, S) or according
to a restricted intake regimen (R). Their primary endpoints were solid-phase
and liquid-phase gastric emptying times on the fourth post-operative day.

We assume the aim of the trial of Lobo, Bostock, Neal et al. (2002) is to estimate the
true difference d between the true mean gastric emptying time with R, mR , and the true
corresponding time, mS, of S. Once the trial is completed, the observed mean emptying
time with R is �xxR which estimates mR, and the corresponding mean �xxS estimates mS.
Thus, the observed difference, �dd ¼ �xxR � �xxS provides an estimate of the true difference
d ¼ mR � mS.

The null hypothesis, termed H0, implies that mR¼mS , that is, R and S are equally
effective with respect to gastric emptying time. Even when this null hypothesis is true,
an observed value of �dd, other than zero, might well occur following completion of the
trial in question. The probability of obtaining the observed difference �dd or a more
extreme one given that mR¼mS is true, can be calculated. If under the null hypothesis
this probability, termed the p-value, is very small then we would reject this null
hypothesis. In which case we then conclude that the two fluid regimens do indeed differ
in their effect.

Usually with statistical significance tests, by rejecting the null hypothesis, we do not
specifically accept any alternative hypothesis. Hence it is usual, and good practice, to
report the range of plausible population values of the true difference with a CI.
However, sample-size calculations require us to provide a specific alternative
hypothesis, HA. This specifies a particular value of the effect size dPlan¼mR7mS
which is not equal to zero.

Of the parameters that have to be pre-specified before the sample size can be
determined, this planning effect size is the most critical.

TYPE I ERROR, TEST SIZE AND SIGNIFICANCE
LEVEL

For consistency we have to specify at the planning stage a value, a, so that once the
study is completed and analysed, a p-value below this would lead to the null hypothesis
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being rejected. Thus if the p-value obtained from a trial is 4a, then one rejects the null
hypothesis and concludes that there is a statistically significant difference beween
treatments. On the other hand, if the p-value is 4a then one does not reject the null
hypothesis. Although the value of a, is arbitrary, it is often taken as 0.05 or 5%.

Even when the null hypothesis is in fact true there is still a risk of rejecting it. To
reject the null hypothesis when it is true is to make a Type I error. Plainly the associated
probability of rejecting the null hypothesis when it is true is equal to a. The quantity a is
interchangeably termed the test size, significance level or probability of a Type I (or
false-positive) error.

TYPE II ERROR AND POWER

The clinical trial could yield an observed difference �dd that would lead to a p-value 4a
even though the null hypothesis is really not true, that is, mR is indeed not equal to mS. In
such a situation, we then accept (more correctly phrased as ‘fail to reject’) the null
hypothesis although it is truly false. This is called a Type II (false-negative) error and
the probability of this is denoted by b.

The probability of a Type II error is based on the assumption that the null hypothesis
is not true, that is, d¼mR7mS 6¼ 0. There are clearly many possible values of d in this
instance and each would imply a different alternative hypothesis, HA, and a different
value for the probability b.

The power is defined as one minus the probability of a Type II error, thus the power
equals 17b. That is, the power is the probability of obtaining a ‘statistically significant’
p-value when the null hypothesis is truly false.

The relationship between Type I and II errors and significance tests is given in
Table 3.1.

3.5 SAMPLE SIZE FOR TWO GROUPS

It is customary to start the process of estimating sample size by specifying the size of the
difference required to be detected, and then to estimate the number of subjects required
to enable the study to detect this difference if it really exists. For example, Lobo,
Bostock, Neal et al. (2002) anticipated that the mean gastric emptying time would be 30
minutes less with the restricted intake regimen R. Given that this is a plausible and a
scientific or medically important change then, at the planning stage, the investigators
should be reasonably certain to detect such a difference after completing the study.
‘Detecting a difference’ is usually taken to mean ‘obtain a statistically significant
difference with p-value 40.05’. Similarly the phrase ‘to be reasonably certain’ is usually
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Table 3.1 Relationship between Type I and Type II errors and significance tests

Test statistically
significant

Difference exists
(HA true)

Difference does not exist
(H0 true)

Yes Power (17b) Type I error (a)

No Type II error (b)



interpreted to mean something like ‘have a chance of at least 80% of obtaining such a
p-value’ if there really is a lowering of 30 minutes by use of R as opposed to S.

ANTICIPATED (PLANNING) EFFECT SIZE

Estimates of the anticipated effect size may be obtained from the available literature,
formal meta-analyses of related studies or may be elicited from expert opinion. For
clinical trials, in circumstances where there is little prior information available, Cohen
(1988) has proposed a standardised effect size, D. In the case when the difference
between two groups 1 and 2 is expressed by the difference between their means
d¼ (m27m1) and s is the SD of the endpoint variable which is assumed to be a
continuous measure, then D¼ (m27m1)/s¼d/s. A value of D40.2 is considered a ‘small’
standardised effect, D&0.5 as ‘moderate’, and D50.8 as ‘large’. Experience has
suggested that in many areas of clinical research these can be taken as a good practical
guide for design purposes.

THEORY AND FORMULAE

The Fundamental Equation

In a trial comparing two groups, with m subjects per group, and a continuous outcome
variable, �xx1 and �xx2 summarise the respective means of the observations taken. Further
if the data are Normally distributed with equal (population) SDs, s, then the standard
errors are SE( �xx1)¼SE( �xx2)¼s/Hm. The two groups are compared using �dd ¼ �xx2 � �xx1
with

SEð �ddÞ ¼ s

ffiffiffiffi
2

m

r
.

Here we assume that SEð �dd Þ is the same whether the null hypothesis, H0, of no difference
is true, or the alternative hypothesis, HA, that there is a difference of size d is true.

Figure 3.2 illustrates the distribution of �dd under the null and alternative hypotheses.
The two distributions are such that �dd has a Normal distribution either with mean 0 or
mean d, respectively depending on which of the two hypotheses is true. If the observed �dd
from a trial exceeds a critical value then the result is declared statistically significant.

SAMPLE SIZE FOR TWO GROUPS 45

Figure 3.2 Distribution of �dd under the null and alternative hypotheses



For a significance level a (here assumed one-tailed for expository purposes only) we
denote this critical value da.

Under the null hypothesis, H0, the critical value da is determined by

da � 0

s

ffiffiffiffi
2

m

r ¼ z1�a. ð3.7Þ

In contrast, under the assumption that the alternative hypothesis, HA, is true, �dd now has
mean d but the same

SEð �ddÞ ¼ s

ffiffiffiffi
2

m

r
.

In this case the probability that �dd exceeds da must be 17b and this implies that

da � d

s

ffiffiffiffi
2

m

r ¼ �z1�b. ð3.8Þ

Equations (3.7) and (3.8) can be rewritten as

da ¼ z1�as

ffiffiffiffi
2

m

r
ð3.9Þ

and

da ¼ d� z1�bs

ffiffiffiffi
2

m

r
. ð3.10Þ

Equating the two expressions (3.9) and (3.10), and rearranging, we obtain the sample
size for each group in the trial as approximately

m ¼ 2

�
s
d

�2
ðz1�a þ z1�bÞ

2
¼

2ðz1�a þ z1�bÞ
2

D2
. ð3.11Þ

This is termed the fundamental equation as it arises, in one form or another, in many
situations for which sample sizes are calculated.

The use of equation (3.11) for the case of a two-tailed test, rather than the one-tailed
test, involves a slight approximation since �dd is also statistically significant if it is less
than 7da. However, with d positive the associated probability of observing a result
smaller than 7da is negligible. Thus, for the case of a two-sided test, we simply replace
z17a in equation (3.11) by z17a/2.

In order to calculate the sample size for the study in design the experimenter first
supplies the components summarised in Table 3.2. Here, a is typically taken as small
and so is b (or equivalently expressed the power, 17b, large). For example, a¼0.05
(5%) or 0.01 (1%) and 17b¼0.8 (20%) or 0.9 (90%).

The basic equation (3.11) has to be modified to adapt to the specific experimental
design, the allocation ratio (that is the possibility of the design stipulating unequal
subject numbers in each group), and the particular type of endpoint under
consideration.
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ONE-SIDED AND TWO-SIDED TESTS

On biological grounds it may be plausible in the study of Lobo, Bostock, Neal et al.
(2002) to assume that the mean gastric emptying time would be lower with regimen R.
Indeed there would be little point in this replacing the standard, S, if this were not the
case. Thus, the alternative hypothesis might be expressed as mR5mS. This leads to a one-
sided or one-tailed test of statistical significance. On the other hand, if we cannot make
any assumption about R, then the alternative hypothesis is that mR 6¼mS. In general, for
a given sample size, a one-sided test is more powerful than the corresponding two-sided
test. However, a decision to use a one-sided significance test should never be made after
looking at the data and observing the direction of the departure. Such decisions should
be made at the design stage and made very explicit in the study protocol. In fact, one
should use a one-sided test only if it is quite certain that departures in the reverse
direction will always be ascribed to chance, and therefore regarded as not statistically
significant, however large they happen to be. Thus Altman, Gore, Gardner and Pocock
(2000) state: ‘It is customary to carry out two-sided hypothesis tests. If a one-sided test
is used this should be indicated and justified for the problem in hand’.

As we have indicated, sample sizes for a two-sided test merely replace z17a of
equation (3.11) by z17a/2. However, an improved approximation over equation (3.11)
for estimating the sample size for two-group comparisons of means is

m ¼
2ðz1�a=2 þ z1�bÞ

2

D2
Plan

þ
z21�a=2

4
. ð3.12Þ

This also incorporates a two-sided test by utilising z1�a=2.

Example – difference in means – gastric emptying times

At the planning stage of the study Lobo, Bostock, Neal et al. (2002) specified
a¼0.05, b¼0.1 and the anticipated effect size, dPlan¼30min. From these they
calculated m¼20 patients per group. Although not stated this implies they
used for planning purposes sPlan¼29min. The ratio DPlan¼dPlan/sPlan¼
30/29¼1.03 standard deviations, is a ‘large’ anticipated standardised effect size
using the criteria of Cohen (1988) referred to earlier.

If we set a one-sided a¼0.05 then from the final column of Table T1 in the
row corresponding to one-sided a¼0.05, we obtain z17a¼z0.95¼1.6449. For a
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Table 3.2 Components necessary to estimate the size of a comparative study

Effect size, d The anticipated (planning) size of the difference
between the two groups

Type I error, a Equivalently the test size or significance level of the
statistical test to be used in the analysis

Type II error, b Equivalently the power, 17b



power of 17b¼0.9, Table T1 gives in the row corresponding to one-sided
b¼0.1, z17b¼z0.9¼1.2816. Substituting these in equation (3.11) we have

m ¼
2ð1:6449þ 1:2816Þ2

1:032
¼ 16:1

or approximately 17. This gives the planned study size as N¼2m¼34 patients
in this case.

On the other hand, for a two-sided test with a¼0.05, and now also using the
somewhat better approximation of equation (3.12) gives

m ¼
2ð1:9600þ 1:2816Þ2

1:032
þ
1:962

4
¼ 19:81þ 0:96 ¼ 20:8&21:

This suggests a planned study size of N¼42 patients as was used by Lobo,
Bostock, Neal et al. (2002).

In the situation of comparing two means, simple formulae for a 5% (two-sided)
significance level and power 80% and 90% are respectively

m ¼
16

D2
Plan

and m ¼
21

D2
Plan

. ð3.13Þ

UNEQUAL GROUPS

If the variable being measured is continuous and can be assumed to have a Normal
distribution, then the number of subjects m, for Group 1 when there are lm in Group 2,
is obtained from equation (3.12) but modified to become

m ¼

�
1þ

1

l

��
ðz1�a=2 þ z1�bÞ

2

D2
Plan

þ
z21�a=2

4

�
, l > 0. ð3.14Þ

This leads to a total study size of N¼mþn¼m(1þl) subjects.
When one group (Group 2) are patients and the others (Group 1) are normal controls

but patients are scarce, then there is a statistical gain in recruiting a larger number of
controls than available cases. In such situations l may be chosen as less than 1,
although if both groups of subjects are equally available the optimum ratio between
them is 1:1, that is, l¼1 in equation (3.14).

Example – difference in means – oscillatory potentials

Suppose we were to repeat the study of Drasdo, Chiti, Owens and North
(2002) who compared the summed oscillatory potentials in controls and
patients with type 2 diabetes but confine our objective to confirming their
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observations that the ‘during oxygen’ differential of oscillatory potentials is
30 mV. We assume the SD from the controls is approximately the 70mV they
had observed. Thus, DPlan¼dPlan/sPlan¼30/70&0.4 which is a ‘moderate’
standardised effect size. Further we consider two options (i) equal numbers of
controls and diabetic patients, that is l¼1, and (ii) 50% more controls than
diabetic patients, that is for every two patients three controls are recruited, so
l¼2/3. We further assume a¼0.05 and power (17b)¼0.8.

Evaluating equation (3.14) in situation (i) gives m¼101, thus a total study
size of N¼2m&200 is required. However, repeating the calculation under
scenario (ii) gives m¼126 controls and n¼ (2/3)6126¼84 patients. This leads
to a larger study size of N¼126þ84¼210 subjects but now including fewer
patients. In this case the reduction in the number of patients by 101784¼17 is
compensated for by an increase in controls by 1267101¼25.

Binary Outcomes

If the outcome variable of the two-group design is binary rather than continuous, such
as when a satisfactory response to treatment either is or is not observed, then the
number of subjects required for Group 1, for anticipated difference d¼p27p1, is
obtained from

m ¼

�
z1�a=2

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
ð1þ lÞ �ppð1� �ppÞ

p
þ z1�b

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
lp1ð1� p1Þ þ p2ð1� p2Þ

p �2
lðp2 � p1Þ

2
. ð3.15Þ

Here p1 and p2 are the proportion who respond in the respective groups and
�pp ¼ ðp1 þ lp2Þ=ð1þ lÞ. The number to be recruited to Group 2 is n¼lm, and the total
number of subjects N¼m(1þl).

An approximation to this expression, when l¼1, is

m ¼
ðz1�a=2 þ z1�bÞ

2
½p1ð1� p1Þ þ p2ð1� p2Þ�

ðp2 � p1Þ
2

. ð3.16Þ

The expression in the square brackets has a maximum value of 0.5 when p1¼p2¼0.5
and so, for a two-sided test size of 5% and power 80%, this leads to a conservative
(maximal) estimate of the sample size as

N ¼
8

ðp2 � p1Þ
2
. ð3.17Þ

Example – difference in proportions – treatment of severe burns

In a randomised trial by Ang, Lee, Gan et al. (2001), the standard wound
covering (non-exposed) treatment was compared with Moist Exposed Burns
Ointment (MEBO) in patients with severe burns. One object of the trial was to
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reduce the methicillin-resistant Staphylococcus aureus (MRSA) infection rate
at 2 weeks post-admission in such patients from 25% to 5%.

With planning values set at p1¼0.25 and p2¼0.05, and for a two-sided test
size of 5% and power 80%, equations (3.15) and (3.16) with l¼1, both lead to
m¼50 per treatment group, that is N¼100 patients. However, using the
approximate calculation of equation (3.17) gives N¼200 patients. The very
large discrepancy occurs because one of the MRSA rates is anticipated to be
very low (0.05 or 5%).

In fact, as is the case when discussing equation (3.6), the approximation of
equation (3.17) becomes somewhat unreliable if either one of the proportions is
below (about) 0.2 or above 0.8.

Survival

If the endpoint of interest is a ‘survival’, then this may be the actual duration of time
from the date of randomisation (to treatment) to the date of death of a cancer patient,
or the time from hospital admission to some event such as contracting MRSA infection.
In these cases, the ‘events’ are death and MRSA infection respectively. The number of
subjects to be recruited to a study is set so that the requisite number of ‘events’ may be
observed.

For subjects in whom the ‘events’ occur the actual survival time, t, is observed. The
remainder of the subjects concerned have censored survival times, Tþ , as for them the
‘event’ has not (yet) occurred up to this point in their observation time. The eventual
analysis of these data, which involves either t or Tþ for every subject, will involve
Kaplan–Meier estimates of the corresponding cumulative survival curves. Comparisons
between groups can be made using the logrank test and the summary statistic used is the
hazard ratio (HR). Methods for survival analysis are described in Machin, Cheung and
Parmar (2005). The test of the null hypothesis of equality of event rates between the
groups with respect to the endpoint (event) concerned provides the basis for the sample
size calculations. This is expressed as H0: HR¼1.

Pre-study information on the endpoint, either as the anticipated median ‘survival’ for
each group or as the anticipated proportions ‘alive’ at some fixed time point, will
usually form the basis of the anticipated difference between groups for planning
purposes. The corresponding effect size is HRPlan. If proportions p1 and p2 are
anticipated then

HRPlan ¼
log p2

log p1

. ð3.18Þ

Once HRPlan is obtained then the number of events required to be observed in Group 1
is

e1 ¼
1

l

�
1þ lHRPlan

1�HRPlan

�2

ðz1�a=2 þ z1�bÞ
2. ð3.19Þ
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Thus for the second group, e2¼le1 events are required or a total of E¼e1þe2 for the
study as a whole.

The corresponding number of subjects needed in order to observe these events for
Group 1 is

m ¼
1

l

�
1þ lHRPlan

1�HRPlan

�2
ðz1�a=2 þ z1�bÞ

2

½ð1� p1Þ þ lð1� p2Þ�
. ð3.20Þ

For Group 2, n¼lm, leading to N¼mþn¼m(1þl) subjects in all.
If the median survival time M1 of one of the groups is given then this implies that, at

that time p1¼0.5. Further if M2 is given, then HRPlan¼M1/M2, and use of equation
(3.18) gives p2¼exp(log0.5/HRPlan)¼exp(70.6932/HRPlan) and, for given l, these
provide the necessary components for calculating the study size.

Example – differences in survival – gastric cancer

Cuschieri, Weeden, Fielding et al. (1999) compared two forms of surgical
resection for patients with gastric cancer. The primary outcome (event of
interest) was time to death. The authors state: ‘Sample size calculations were
based on a pre-study survey of 26 gastric surgeons, which indicated that the
baseline 5-year survival rate of D1 surgery was expected to be 20%, and an
improvement in survival to 34% (14% change) with D2 resection would be a
realistic expectation. Thus 400 patients (200 in each arm) were to be
randomized, providing 90% power to detect such a difference with P50.05’.

Here p1¼0.2, p2¼0.34 and so from equation (3.18) HRPlan¼ log 0.34/log 0.2
¼ (71.078)/(71.609)¼0.6667. The authors set 17b ¼0.9 and imply a two-
sided test size a¼0.05 and a randomisation in equal numbers to each group,
hence l ¼1. First making use of Table T1 implies z170.025¼z0.975¼1.9600 and
z170.9¼z0.1¼1.2816, then substituting all the corresponding values in equation
(3.20) gives

m ¼

�
1þ 0:6667

1� 0:6667

�2
ð1:9600þ 1:2816Þ2

½ð1� 0:2Þ þ ð1� 0:34Þ�

¼ 25�
10:5080

1:46
&180 per surgical group.

SUBJECT WITHDRAWALS

One aspect of a clinical trial, which can affect the number of patients recruited, is the
proportion of patients who are lost to follow-up during the course of the trial. These
withdrawals are a particular problem for trials in which patients are monitored over a
long period of follow-up time. Any such ‘lost’ patients also have censored observations,
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as do those for whom the event of interest has not occurred at the end of the trial or
more precisely at the time point when the analysis is to be conducted.

In these circumstances, as a precaution against such withdrawals, the planned
number of patients is adjusted upwards to

NW ¼ N=ð1�WÞ ð3.21Þ

whereW is the anticipated withdrawal proportion. The estimated size ofW can often be
obtained from reports of studies conducted by others. If there is no such experience to
hand, than a pragmatic value may be to take W¼0.1.

Example – adjusting for withdrawals – gastric cancer

Thus Cuschieri, Weeden, Fielding et al. (1999), after allowing for some 10%
for patient for withdrawals, increased m¼180 to 198 and had a final planned
trial size as N¼400.

In the event, 400 patients were indeed recruited and the trial estimated the
HR¼1.10 (95% CI 0.87 to 1.39). Thus the trial indicated, since the observed
HR41, that patients were likely to do less well with the D2 regime in
contradiction to the opinions held at the design stage of the trial.

EQUIVALENCE

Implicit in a comparison between two groups is the presumption that if the null
hypothesis is rejected then there is a difference between the groups being compared.
Thus if this comparison involves a comparison of treatments then one concludes that
one treatment is superior to the other irrespective of the magnitude of the difference
observed. However, in certain situations, a new therapy may bring certain advantages
over the current standard, possibly in a reduced side-effects profile, easier
administration or cost, but it may not be anticipated to be better with respect to the
primary efficacy variable. Under such conditions, the new approach may be required to
be at least ‘equivalent’ to the standard in relation to efficacy if it is to replace it in future
clinical use. This implies that ‘equivalence’ is a pre-specified maximum difference
beween two groups which, if observed to be less after the clinical study is conducted,
would render the two groups equivalent.

In general, having conducted a study to compare groups with respect to a particular
outcome, one calculates a 100(17a)% CI for the true difference, d, between them. This
CI covers the true difference with a given probability, 17a. The concept of equivalence
is illustrated in Figure 3.3 by considering the range of options possible for these CIs. In
the figure the ‘equivalence’ limit, e, is set to define regions beyond which, if the observed
difference, �dd, were to fall, then this would be regarded as clinically important and not
indicative of equivalence. The limits are set above and below d¼0, corresponding to the
null hypothesis of no true difference between treatments. For this situation the effect
size of Table 3.2 is replaced by the equivalence limit.
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The CI: A of Figure 3.3 clearly demonstrates an important difference since even the
lower limit of this CI is beyond þe. If a CI crosses a boundary (CI: B and F), then one
would be uncertain as to whether or not the treatments were equivalent, whereas if it
were totally between the limits 7e to þe (CI: C, D, E) then equivalence would be
claimed. The uncertain outcome of CI: H would correspond to a trial of inadequate
size.

It is quite possible to show a statistically significant difference between two
treatments yet also demonstrate therapeutic equivalence (CI: C and E). These are not
contradictory statements but simply a realisation that, although there is evidence that
one treatment works better than another, the size of the benefit is so small that it has
little or no practical advantage.

Jones, Jarvis, Lewis and Ebbutt (1996) state that when this CI approach is used to
assess equivalence, two sorts of mistake can occur: we can decide that the treatments
are equivalent when they are not (type I error with probability a) or we can decide the
treatments are not equivalent when they are (type II error with probability b). The
corresponding power of the trial, 17b, is the probability of correctly declaring
equivalence when d¼0. The null hypothesis H0 is the combination of: d47e and d5e
(non-equivalence), whereas the alternative hypothesis HA is: 7e5d5e (equivalence).

Continuous Outcome

For a two-sided CI approach, the sample size per group required to demonstrate the
equivalence of two means in a 1:1 randomised design based on an anticipated common
mean, m, with SD, s, and level of equivalence set as 7e to þe is

mEquivalence ¼
2ðz1�a þ z1�b=2Þ

2

D2
, ð3.22Þ
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Figure 3.3 Schematic diagram to illustrate the concept of equivalence by using a series of
possible comparative trial outcomes as summarised by their reported CI (after Jones, Jarvis,
Lewis and Ebbutt, 1996. Trials to assess equivalence: the importance of rigorous methods. British
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where D ¼e/s is the relevant (equivalence) effect size. The essential difference beween
this and the fundamental equation of (3.11) is that b is replaced by b/2.

Equivalence is discussed further with respect to establishing bioequivalence in
Chapter 8 and therapeutic equivalence trials in Chapter 9.

3.6 PRACTICE

THE EFFECT SIZE

A key element in the design is the ‘effect size’ that it is reasonable to plan to observe –
should it exist. Sometimes there is prior knowledge which then enables an investigator
to anticipate what effect size between groups is likely to be observed, and the role of the
study or trial is to confirm that expectation. In some situations, it may be possible to
state that, for example, only a doubling of median survival would be worthwhile to
demonstrate in a planned trial. This might be because the new treatment, as compared
to standard, is expected to be so toxic that only if substantial benefit could be shown
would it ever be utilised. In such cases the investigator may have definite opinions
about the difference that it is pertinent to detect.

In practice a range of plausible effect size options are considered before the final
planning effect size is agreed. For example, an investigator might specify a scientific or
clinically useful difference that it is hoped could be detected, and would then estimate
the required sample size on this basis. The calculations might then indicate that an
extremely large number of subjects is required. As a consequence, the investigator may
next define a revised aim of detecting a rather larger difference than that originally
specified. The calculations are repeated, and perhaps the sample size now becomes
realistic in that new context.

One additional problem when planning comparative clinical trials is that
investigators are often optimistic about the magnitude of the improvement of new
treatments over the standard. This optimism is understandable, since it can take
considerable effort to initiate a trial and, in many cases, the trial would only be
launched if the investigator is enthusiastic about the new treatment and is sufficiently
convinced about its potential efficacy. However, experience suggests that as trial
succeeds trial there is often a growing realism that, even at best, the earlier expectations
were optimistic. There is ample historical evidence to suggest that trials that set out to
detect large treatment differences nearly always result in ‘no significant difference was
detected’. In such cases there may have been a true and worthwhile treatment benefit
that has been missed, since the level of detectable differences set by the design was
unrealistically high, and hence the sample size too small to establish the true (but less
optimistic) size of benefit.

The way in which possible effect sizes are determined will depend on the specific
situation under consideration. For example, if a study is a repeat of one already
conducted, then very detailed information may be available on the options for the effect
size suitable for planning the new study. In contrast, if very little is known, one may
revert to Cohen’s suggestions, gained from experience from a very wide range of studies
unrelated to the one being planned, and choose (say) an effect size close to moderate at
D&0.5. An intermediate possibility, for clinical trials at least, is to obtain a distribution
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of effect sizes as has been suggested by Spiegelhalter, Freedman and Parmar (1994).
This can be obtained from a survey of the views of the clinical team, or other
knowledgeable colleagues, on the likely effect size and combining their responses into a
plausible effect size distribution. This prior distribution then gives a plausible range of
options from which sample-size scenarios can be discussed by the planning team. An
extension of this approach has been advocated by Tan, Dear, Bruzzi and Machin (2003)
who suggest how information, from whatever source, may be synthesised into a prior
distribution for the anticipated effect size which is then utilised for planning purposes.

For bioequivalence there has become something of an expected standard for the
definition of (equivalence) effect size which we discuss in Chapter 8. However for
therapeutic trials in general the limit of equivalence will be very specific to the choice of
patients and therapies in question and its value will tend to be based more on clinical
than statistical considerations.

LIMITED RESOURCES

A common situation is one where the number of subjects, who may be patients, that can
be included in a study is governed by non-scientific forces such as time, money or
human resources. Thus with a predetermined (maximal) sample size, the researcher may
then wish to know what probability he or she has of detecting a certain effect size with a
study confined to this size. If the resulting power is small, say 550%, then the
investigator may decide that the study should not go ahead. A similar situation arises if
the type of subject under consideration is uncommon, as would be the case with a
clinical trial in rare disease groups. In either case the sample size is constrained, and the
researcher is interested in finding the size of effects which could be established for a
reasonable power, say, 80%.

SEVERAL PRIMARY OUTCOMES

We have based the above discussion on the assumption that there is a single identifiable
endpoint or outcome, upon which comparisons are based. Often there is more than one
endpoint of interest, such as the relative survival time and response rates, as well as
quality of life scores of subjects in the two groups. If one of these endpoints is regarded
as more important than the others, it can be named as the primary endpoint and
sample-size estimates based on that alone. A problem arises when there are several
outcome measures that are all regarded as equally important. A commonly adopted
approach is to repeat the sample-size estimates for each outcome measure in turn, and
then select the largest of these as the sample size required to answer all the questions of
interest.

However, it is well recognised that if many endpoints are included in one study
and the groups are tested for statistical significance for all of these, then the p-
values so obtained are distorted. To compensate for this, smaller observed p-values
may be required to declare ‘true’ statistical significance at level a. In such cases,
the sample-size calculations will be similarly affected so that to retain the level at a
for all the tests conducted a value depending on the number of endpoints, k, is
sometimes substituted in, for example, equations (3.14) and (3.15). A common
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value is simply a/k. Even when k¼2, this substantially increases the size of the
planned study.

Example – two major endpoints – gastric emptying times

In the randomised trial described by Lobo, Bostock, Neal et al. (2002) there
were two primary endpoints: solid-phase and liquid-phase gastric emptying
times on the fourth post-operative day. Repeating the sample-size calculations
we had made earlier but with two-sided a replaced by a/2 since k¼2, gives
from Table T1 using the two-sided column with value 0.025, z17a/

4¼z0.9875¼2.2414. The z17b ¼z0.9 ¼1.2816 remains the same, and so from
either equation (3.12) or equation (3.14) with l¼1, we have

m ¼
2ð2:2414þ 1:2816Þ2

1:032
þ
2:24142

4
¼ 23:2þ 1:3&25.

This gives the planned study size with two endpoints as N¼2m&50 patients
in this case. This increases the study size by 25% over the earlier
calculations.

INTERNAL PILOT STUDIES

As we have indicated, in order to calculate the sample size of a study one must
first have suitable background information together with some idea as to what is a
realistic difference to seek. Sometimes such information is available as prior
knowledge from the literature or other sources; at other times, a pilot study may
be conducted.

Traditionally, a pilot study is a distinct preliminary investigation, conducted before
embarking on the main trial. However, Wittes and Brittain (1990), Birkett and Day
(1994) and Browne (1995) have explored the use of an internal pilot study. The idea
here is to plan the clinical trial on the basis of best available information, but to
regard the first patients entered as the ‘internal’ pilot. When data from these patients
have been collected, the sample size can be re-estimated with the revised knowledge
so generated.

Two vital features accompany this approach: firstly, the final sample size should only
ever be adjusted upwards, never down; and secondly, one should only use the internal
pilot in order to improve the components of the sample-size calculation which are
independent of the observed difference between groups. This second point is crucial. It
means that when comparing the means of two groups, it is valid to re-estimate the
planning SD, sPlan but not the planning effect size, dPlan. Both these points should be
carefully observed to avoid distortion of the subsequent significance test and a
possible misleading interpretation of the final study results.
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Example – internal pilot to modify study size – gastric emptying time

As we have discussed Lobo, Bostock, Neal et al. (2000) estimated their
required sample size on the basis of a reduction in gastric emptying time of 30
minutes. However, after recruiting 10 patients to their study, they observed a
gastric emptying time reduction of 74 minutes. As a consequence of this
observed but interim value being greater than that used at the planning stage,
the sample size was recalculated and reduced from the initial 40 patients to 20.
Such a step breaks all the rules attached to the use of internal pilot studies.

The advantage of an internal pilot is that it can be relatively large – perhaps half of
the anticipated patients. It provides an insurance against misjudgement regarding the
baseline planning assumptions. It is, nevertheless, important that the intention to
conduct an internal pilot study is recorded at the outset and the full details are given in
the study protocol.

3.7 TERMINOLOGY

From a statistical perspective, when conducting a clinical study, one is estimating from
a sample or samples the true or underlying population values of a particular parameter
or parameters. For example, if we are concerned with estimating the mean blood sugar
levels of a particular population ‘at risk of diabetes’, then the observations from a
random sample taken from that population provide the mean �xx. This is then the
estimate of the true or population mean m. In planning such a study, we postulate a
value for m, denoted mPlan, and the study size is based on this value. We hope that mPlan
will be close to m, but we do not know this. All we know is �xx as calculated from the data
once collected. This too may or may not be close to mPlan. However, we nevertheless
infer that it is close to m and the associated CI provides a measure of our uncertainty
with respect to the true value.

In the chapters which follow, we try to distinguish between mPlan, m and �xx, or their
equivalents in other types of studies.

3.8 TECHNICAL NOTE

STATISTICAL MODELS

In our illustration of significance tests associated with the Lobo, Bostock, Neal et al.
(2002) study, the parameters to estimate were described in terms of the population
means, mR and mS. These represented the true mean gastric emptying times of the two
fluid groups. This can also be expressed in terms of the parameters of equation (1.1). In
which case, y is the gastric emptying time, x¼0 for fluid regimen S and x¼1 for R.
With x¼0 in equation (1.1), then y0¼b0, whereas with x¼1, y1¼b0þb1. Thus the
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difference d, between those receiving R and S, is y17y0¼b0þb17b0¼b1. From which
b1¼mR7mS and b0¼mS so that the two approaches are algebraically equivalent.

For single-group studies, essentially x¼0 for all subjects and so the model of
equation (1.1) reduces to y¼b0. The aim of the study is then to estimate b0 and the
associated CI.

BAYESIAN METHODS

On occasion we refer to Bayesian methodology and so we give a very brief description
of the main elements as they affect the material in this book.

In broad terms, the usual (or frequentist) approach to the estimation of the
parameters b0 and b1 of equation (1.1) is to regard these as fixed values for the
population concerned. Then once the data are collected from our study, estimates, b0
and b1, of these parameters are derived from only these data. In contrast, the Bayesian
approach allows the estimates to incorporate information external to the study data
and no longer regards the parameters as fixed.

Any external evidence, either from published data or opinions held before the study
commences, can be formalised into a prior distribution that encapsulates an estimate of
the parameter concerned and also the uncertainty about its value. This prior
distribution is combined with the study data once collected, to form the posterior
distribution of the parameter from which a probability statement can then be derived
concerning the true value of the parameter. Thus we talk in Chapter 8, of the
probability that the true response rate p is greater than a chosen value. This expresses
the uncertainty about the true value of p following the study and replaces the CI in the
frequentist approach.
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